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About IvorySQL
Introduction to IvorySQL

Overview

IvorySQL is an advanced, full-featured, Oracle open source compatible PostgreSQL with a firm commitment
to always remain 100% compatible and a direct replacement for the latest PostgreSQL. IvorySQL adds a GUC
parameter called 'ivorysql.compatible_mode' to control the compatibility mode of IvorySQL, which has two
values: 'oracle' and 'pg'.When initializing the data directory, specify the compatibility mode of the data
directory by specifying the '-m' parameter, and '-m pg' then the data directory is PostgreSQL mode.In this
mode, the 'ivorysql.compatible_mode' parameter will be invalidated, and the '-m oracle' or if the '-m'
parameter is not specified, the data directory will be compatible with Oracle mode.In this mode, the initial
value of the 'ivorysql.compatible_mode' parameter is 'oracle' and does not support some PostgreSQL
syntax, and the database can support 100% of PostgreSQL syntax and functions by 'set
ivorysql.compatible_mode to pg'.

One of the highlights of IvorySQL is the PL/iSQL procedural language, which supports OracleÕs PL/SQL
syntax. At the same time, IvorySQL implements Oracle-compatible functions by adding plug-ins ivorysql_ora
bound to the kernel, and the functions currently implemented include built-in functions, data types, system
views, merges, and the addition of GUC parameters, and will continue to implement new compatible
functions in the form of plug-ins bound to the kernel in the future.

Product Goals and Scope

We are committed to the principles of the open source approach and we strongly believe in building a
healthy and inclusive community. We insist that good ideas can come from anywhere. Only by including
different perspectives can we make the best decisions. While the first release of IvorySQL focuses on Oracle-
compatible features, the future roadmap and feature set will be defined by the community in an open
source manner.

Core Features

IvorySQL is developed based on PostgreSQL database and is compatible with Oracle database for strong
compatibility. Suitable for PostgreSQL database and Oracle database scenarios.

Competitive Advantages

¥ Core Open Source: IvorySQLÕs core code including compatible features are all open under the open
source protocol, with no vendor restrictions. It is also used in Hankook database company instances and
has an active developer community.

¥ Oracle compatible: Oracle databases can be migrated to IvorySQL.

¥ Customizable: Simply download the code and customize it the way you want.

¥ Easy to use: For system administrators, IvorySQL dramatically reduces the cost of administration and
maintenance. For developers, IvorySQL provides a simple interface, a minimalist solution, and seamless
integration with third-party tools. For data analysis professionals, IvorySQL provides easy access to data.

¥ Hemco Support: Powered by the leading PostgreSQL database provider, Hemco.

Technical Ecology

IvorySQL is based on PostgreSQL, with complete SQL, rock-solid reliability and a huge ecosystem.

Core Application Scenarios

Ivory databaseÕs main application scenarios.

¥ Enterprise database
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For example, ERP, transaction system, financial system involves funds, customers
and other information, data cannot be lost and business logic is complex. Choosing
IvorySQL as the underlying data storage can help you provide high availability
under the premise of data consistency, and you can implement complex business logic
with simple programming.

¥ Applications with LBS

Large-scale games, O2O and other applications need to support world map, nearby
businesses, distance between two points and other capabilities. PostGIS adds
support for geographic objects, allowing you to run location queries in SQL without
complex coding, helping you to rationalize your logic more easily, implement LBS
more conveniently, and improve user stickiness.

¥ Data Warehousing and Big Data

With more data types and powerful computing power, IvorySQL makes it easier for you
to build a database warehouse or big data analytics platform to enhance your
business operations.

¥ Website or App Building

IvorySQL's good performance and powerful features can effectively improve website
performance and reduce development difficulty.

¥ Database Migration

If you need to migrate Oracle database to PostgreSQL database, you can directly use
IvorySQL database for migration.

Main, Basic Features
IvorySQL is a powerful open source object-relational database management system (ORDBMS). Used to
store data securely, support best practices, and allow them to be retrieved when requests are processed. In
addition, it is also compatible with OracleÕs syntax, which is suitable for scenarios where Oracle is used.

Compatibility with Oracle
¥ Case conversion

¥ LIKE operator

¥ anonymous block

¥ functions and stored procedures

¥ Built-in data types and built-in functions

¥ ports and IP

¥ XML Function

¥ sequence
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¥ Package

¥ Invisible Columns

¥ RowID Column

¥ OUT Parameter

¥ %Type & %Rowtype

¥ NLS Parameters

¥ Force View

¥ Nested Subfunctions

¥ sys_guid Function

¥ Empty String to NULL

¥ CALL INTO

Welcome
IvorySQL is the only Oracle compatible open source PostgreSQL.

Getting Started

Get started by downloading the code from Github .

Releases

Go to IvorySQL Release Page.

About IvorySQL

IvorySQL project is an open source project proposed by Highgo Software to add the Oracle compatibility
features into the popular PostgreSQL database.

It is Apache licensed Open Source and always free to use. Any comments please contact
support@ivorysql.org

Docs Download

IvorySQL v5.3 pdf documentation

Release

Version Overview

[Release Date: Mar 12, 2026]

IvorySQL 5.3 is built on PostgreSQL 18.3 and includes a variety of bug fixes. For a comprehensive list of
updates, please visit our documentation site .

Enhancements

¥ PostgreSQL 18.3

1. Fix failure after replaying a multixid truncation record from WAL that was generated by an older
minor version.

2. Avoid incorrect complaint of invalid encoding when substring() is applied to "toasted" data.

3. Fix oversight in the fix for CVE-2026-2007.
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4. Fix the volatility marking of json_strip_nulls() and jsonb_strip_nulls().

5. Fix computation of the set of potentially-nulling outer joins for the output of a LATERAL UNION ALL
subquery.

For further details, visit PostgreSQLÕs release notes.

¥ PostgreSQL 18.2

1. Guard against unexpected dimensions of oidvector/int2vector.

2. Harden selectivity estimators against being attached to operators that accept unexpected data
types.

3. Fix buffer overrun in contrib/pgcryptoÕs PGP decryption functions.

4. Fix inadequate validation of multibyte character lengths.

5. Harden contrib/pg_trgm against changes in string lowercasing behavior.

For further details, visit PostgreSQLÕs release notes.

New Features

¥ Upgrade to PG 18.3 kernel: Feature #1199
PostgreSQL kernel upgraded to version 18.3.

¥ Upgrade to PG 18.2 kernel: Feature #1195
PostgreSQL kernel upgraded to version 18.2.

¥ Online Experience: IvorySQL 5.3: Feature #7
An interactive, browser-based environment will be launched to allow users to explore and evaluate
IvorySQL 5.3 in real time Ñ no installation required.

¥ Packaging for All Platforms:
Provides multi-platform media packages for X86, ARM, MIPS, LoongArch architecture.

¥ Containerized Deployment Support
Supports one-click deployment of standalone or highly available IvorySQL 5.3 clusters via Docker
Compose, Podman, Swarm, Helm, and the IvorySQL 5.3 Operator.

¥ IvorySQL Cloud 5.3 released (Visual Database Lifecycle Management Platform)
Offers a fully managed, graphical control plane that handles IvorySQL 5.3 database subscriptions,
orchestrates end-to-end lifecycle operations, and integrates surrounding ecosystem services.

¥ PostgreSQL Extensions
Support for 10 Additional PostgreSQL Extensions: pg_cron, pgAudit, PostGIS, pgRouting, PGroonga, ddlx,
pgsql-http, system_stats, plpgsql_check, pgvector.

Fixed Issues

¥ Clear build warnings: PR #1190

¥ Fix raw_expression_tree_walker for ColumnRefOrFuncCall: Issue #1182

¥ Fix the issue where upgrading from PostgreSQL to IvorySQL fails: Issue #1130

¥ Improved error message about plisql usage is ivorysql.compatible_mode = 'pg': PR #1178

¥ Fix array out-of-bounds read in token_is_col_id() - liboracle_parser.c: Issue #1159

¥ Fix psql tab-completion showing INVISIBLEINCREMENT: Issue #1135

¥ Fix variable reset bug in nested function expressions: Issue #1124

¥ Fix type coercion failure with mixed positional/named parameters in packages and subprocedures: Issue
#1006

¥ Fix segfault when package procedure initializes local variable from parameter: Issue #1005

¥ Fix regression failures caused by the new year: PR #1146
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Source Code

IvorySQLÕs development is maintained across four main repositories:

¥ IvorySQL database source code: https://github.com/ IvorySQL/IvorySQL

¥ IvorySQL official website: https://github.com/ IvorySQL/Ivory-www

¥ IvorySQL documentation: https://github.com/ IvorySQL/IvorySQL_docs

¥ IvorySQL Docker: https://github.com/ IvorySQL/docker_library

Contributors

The following individuals (in alphabetical order) have contributed to this release as patch authors,
committers, reviewers, testers, or reporters of issues.

¥ Cédric Villemain

¥ Fawei Zhao

¥ Ge Sui

¥ Grant Zhou

¥ Oreo Yang

¥ Pierre Forstmann

¥ Rophy Tsai

¥ Shuntian Jiao

¥ Steven Niu

¥ Xiangyu Liang

¥ Xiaohui Liu

¥ Xinjie LYU

¥ Xueyu Gao

¥ Yasir Hussain Shah

¥ Yuan Li

¥ Zheng Tao

¥ Zhenhao Pan

¥ Zhe Zhang

¥ Zhuoyan Shi
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Get Started
.1. Quick Start

Environmental requirements

¥ Hardware

Parameter Minimum Recommended

CPU 4 cores 16 cores

RAM 4GB 64GB

Storage 800MB,HDD 5GB+,SSD or NvMe

Network Gigabit network 10G network

¥ Software

Currently, IvorySQL supports but is not limited to linux(CentOS 8.X/CentOS Stream 9/Ubuntu).

Quick installation

Ê The operating system used for the quick start is CentOS Stream 9.

yum installation

¥ Pre-requirements

Before getting started, please create an user and grant it root privileges. All the installation steps will be
performed by this user. Here we just name it 'ivorysql'. How to create a sudo user

¥ installation

Create or edit IvorySQL yum repository configuration /etc/yum.repos.d/ivorysql.repo

vim /etc/yum.repos.d/ivorysql.repo

[ivorysql5]

name=IvorySQL Server 5 $releasever - $basearch

baseurl=https://yum.highgo.com/dists/ivorysql-rpms/5/redhat/rhel-$releasever-$basearch

enabled=1
gpgcheck=0

After saving and exiting, you can install IvorySQL 4 with the following steps

$ sudo dnf install -y ivorysql5-5.3

¥ Setting environment variables

Add below contents in ~/.bash_profile file and source to make it effective:
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PATH=/usr/ivory-5/bin:$PATH

export PATH

PGDATA=/usr/ivory-5/data
export PGDATA

$ source ~/.bash_profile

¥ Initializing database

$ initdb -D /usr/ivory-5/data

Ê The -D option specifies the directory where the database cluster should be stored.
This is the only information required by initdb, but you can avoid writing it by
setting the PGDATA environment variable, which can be convenient since the database

server can find the database directory later by the same variable.

Ê For more options, refer to initdb --help.

¥ Starting IvorySQL service

$ pg_ctl -D /usr/ivory-5/data -l ivory.log start

The -D option specifies the file system location of the database configuration files.
If this option is omitted, the environment variable PGDATA in <<setting-environment-
variables>> is used. -l option appends the server log output to filename. If the file
does not exist, it is created.

For more options, refer to pg_ctl --help.

Confirm itÕs successfully started:

$ ps -ef | grep postgres
ivorysql  3214     1  0 20:35 ?        00:00:00 /usr/ivory-5/bin/postgres -D

/usr/ivory-5/data

ivorysql  3215  3214  0 20:35 ?        00:00:00 postgres: checkpointer

ivorysql  3216  3214  0 20:35 ?        00:00:00 postgres: background writer

ivorysql  3218  3214  0 20:35 ?        00:00:00 postgres: walwriter

ivorysql  3219  3214  0 20:35 ?        00:00:00 postgres: autovacuum launcher

ivorysql  3220  3214  0 20:35 ?        00:00:00 postgres: logical replication launcher
ivorysql  3238  1551  0 20:35 pts/0    00:00:00 grep --color=auto postgres
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Running IvorySQL in docker

¥ Get IvorySQL image from Docker Hub

$ docker pull ivorysql/IvorySQL 5.3-ubi8

¥ Running IvorySQL

$ docker run --name ivorysql -p 5434:5432 -e IVORYSQL_PASSWORD=your_password -d
ivorysql/IvorySQL 5.3-ubi8

¥ Check if the IvorySQL container is running successfully

$ docker ps | grep ivorysql
CONTAINER ID   IMAGE               COMMAND                   CREATED          STATUS

PORTS                              NAMES
6faa2d0ed705   IvorySQL 5.3-ubi8   "docker-entrypoint.sÉ"   50 seconds ago   Up 49
seconds   5866/tcp, 0.0.0.0:5434->5432/tcp   ivorysql

Connecting to IvorySQL

Connect to IovrySQL via psql:

$ psql -d YOUR_DATABASE

psql (18.3)

Type "help" for help.

ivorysql=#

Ê The -d option specifies the name of the database to connect to. ivorysql is the
default database of IvorySQL. However,IvorySQL of lower versions need the users
themselves to connect to postgres database at the first connection and then create the

ivorysql database.The latest IvorySQL can do all these for users.

Ê For more options, refer to psql --help.

! When running IvorySQL in Docker, additional parameters need to be added, like: psql -d
ivorysql -U ivorysql -h 127.0.0.1 -p 5434

Now you can start your journey of IvorySQL! Enjoy!

To explore additional installation methods, please refer to the Installation .

8



Deploy
.1. Installation

Introduction

The installation methods for IvorySQL include the following five:

¥ Yum installation

¥ Docker installation

¥ rpm installation

¥ Source code installation

¥ deb installation

This chapter will provide detailed instructions on the installation, execution, and uninstallation processes for
each method. For a quicker access to IvorySQL, please refer to Quick installation.

Before getting started, please create an user and grant it root privileges. All the installation steps will be
performed by this user. Here we just name it 'ivorysql'.

Yum installation

Create or edit IvorySQL yum repository configuration /etc/yum.repos.d/ivorysql.repo

vim /etc/yum.repos.d/ivorysql.repo

[ivorysql5]

name=IvorySQL Server 5 $releasever - $basearch

baseurl=https://yum.highgo.com/dists/ivorysql-rpms/5/redhat/rhel-$releasever-$basearch

enabled=1
gpgcheck=0

After saving and exiting, you can install IvorySQL 4 with the following steps

$ sudo dnf install -y ivorysql5-5.3

Docker installation

¥ Get IvorySQL image from Docker Hub

$ docker pull ivorysql/IvorySQL 5.3-ubi8

¥ Run IvorySQL

$ docker run --name ivorysql -p 5434:5432 -e IVORYSQL_PASSWORD=your_password -d
ivorysql/IvorySQL 5.3-ubi8

-e Parameter Explanation
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Parameter Name Required Description

IVORYSQL_USER No Database user, default is ivorysql

IVORYSQL_PASSWORD yes Database password

IVORYSQL_DB no Database name,default is ivorysql

POSTGRES_HOST_AUTH_METHO
D

no Modify host authentication
method,reference value:md5

POSTGRES_INITDB_ARGS no Add additional parameters to
initdb,reference value:"--data-
checksums"

PGDATA no Define the data directory to be
located in another path or folder
(e.g., subdirectory), defaulting to
/var/lib/ivorysql/data

POSTGRES_INITDB_WALDIR no Define the IvorySQL transaction
folder path, which defaults to a
subdirectory within the data
directory (PGDATA)

!
1. It is not recommended to set the POSTGRES_HOST_AUTH_METHOD parameter to

trust, as this will make the IVORYSQL_PASSWORD setting ineffective.

2. If the POSTGRES_HOST_AUTH_METHOD parameter is set to scram-sha-256, it is also
necessary to set POSTGRES_INITDB_ARGS to --auth-host=scram-sha-256 to ensure
proper initialization of the database.

rpm installation

¥ Installing dependencies

$ sudo dnf install -y lz4 libicu libxslt python3

¥ Getting rpms

$ sudo wget
https://github.com/IvorySQL/IvorySQL/releases/download/IvorySQL_5.3/IvorySQL-5.3-
9d890e9-20251120.x86_64.rpm

¥ Installing rpms

Use the following command to install all the rpms:

$ sudo yum --disablerepo=* localinstall *.rpm

IvorySQL then will be installed in the /usr/ivory-5/ directory.

Source code installation

¥ Installing dependencies

# CentOS
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$ sudo dnf install -y bison readline-devel zlib-devel openssl-devel uuid-devel

$ sudo dnf groupinstall -y 'Development Tools'

# Ubuntu

$ sudo apt install -y bison libreadline-dev zlib1g-dev libssl-dev

$ sudo apt install -y build-essential
$ sudo apt install -y pkg-config uuid-dev

¥ Getting source code

$ git clone https://github.com/IvorySQL/IvorySQL.git

$ cd IvorySQL
$ git checkout -b IVORY_REL_5_STABLE origin/IVORY_REL_5_STABLE

¥ Configuring

In the IvorySQL directory run the following command with --prefix to specify the directory where you
want the database to be installed:

$ ./configure --prefix=/usr/local/ivorysql/ivorysql-5

¥ Compiling

Run the following command to compile the source code:

$ make

! When the compilation is completed, you can test the result with 'make check' or 'make all-
check-world' before your installation.

¥ Installing

Run the following command to install the database system, IvorySQL then will be installed in the
directory specified by --prefix:

$ sudo make install

deb installation

¥ Installing dependencies

$ sudo apt -y install pkg-config libreadline-dev libicu-dev libldap2-dev uuid-dev tcl-
dev libperl-dev python3-dev bison flex openssl libssl-dev libpam-dev libxml2-dev
libxslt-dev libossp-uuid-dev libselinux-dev gettext

¥ Getting deb
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$ sudo wget
https://github.com/IvorySQL/IvorySQL/releases/download/IvorySQL_5.3/IvorySQL-5.3-
a50789d-20250304.amd64.deb

¥ Installing deb

$ sudo dpkg -i IvorySQL-5.3-a50789d-20250304.amd64.deb

IvorySQL will then be installed in the /usr/ivory-5/ directory.

Start Database

Users following the instructions in Yum installation, rpm installation , Source code installation and deb
installation  need to manually start the database.

¥ Granting permissions

Execute the following command to grant permissions to the installation user. The example user is ivorysql,
and the installation directory is /usr/ivory-5/:

$ sudo chown -R ivorysql:ivorysql /usr/ivory-5/

¥ Setting environment variables

Add below contents in ~/.bash_profile file and source to make it effective:

PATH=/usr/ivory-5/bin:$PATH

export PATH

PGDATA=/usr/ivory-5/data
export PGDATA

$ source ~/.bash_profile

¥ Initializing database

$ mkdir /usr/ivory-5/data
$ initdb -D /usr/ivory-5/data

Ê The -D option specifies the directory where the database cluster should be stored.
This is the only information required by initdb, but you can avoid writing it by
setting the PGDATA environment variable, which can be convenient since the database

server can find the database directory later by the same variable.

Ê For more options, refer to initdb --help.
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¥ Starting IvorySQL service

$ pg_ctl -D /usr/ivory-5/data -l ivory.log start

The -D option specifies the file system location of the database configuration files. If this option is omitted,
the environment variable PGDATA in [_4-1:::setting-environment-variables] is used. -l option appends the
server log output to filename. If the file does not exist, it is created.

For more options, refer to pg_ctl --help.

Confirm itÕs successfully started:

$ ps -ef | grep postgres
ivorysql  130427       1  0 02:45 ?        00:00:00 /usr/ivory-5/bin/postgres -D

/usr/ivory-5/data

ivorysql  130428  130427  0 02:45 ?        00:00:00 postgres: checkpointer

ivorysql  130429  130427  0 02:45 ?        00:00:00 postgres: background writer

ivorysql  130431  130427  0 02:45 ?        00:00:00 postgres: walwriter

ivorysql  130432  130427  0 02:45 ?        00:00:00 postgres: autovacuum launcher
ivorysql  130433  130427  0 02:45 ?        00:00:00 postgres: logical replication

launcher
ivorysql  130445  130274  0 02:45 pts/1    00:00:00 grep --color=auto postgres

Connecting to IvorySQL

Connect to IovrySQL via psql:

$ psql -d YOUR_DATABASE

psql (18.3)

Type "help" for help.

ivorysql=#

Ê The -d option specifies the name of the database to connect to. ivorysql is the
default database of IvorySQL. However,IvorySQL of lower versions need the users
themselves to connect to postgres database at the first connection and then create the

ivorysql database.The latest IvorySQL can do all these for users.

Ê For more options, refer to psql --help.

! When running IvorySQL in Docker, additional parameters need to be added, like: psql -d
ivorysql -U ivorysql -h 127.0.0.1 -p 5434

Uninstallation

! No matter which method is used for the uninstallation, make sure the service has been
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stopped cleanly and your data has been backed up safely.

Uninstallation for yum installation

Run the following commands in turn and clean the residual folders:

$ sudo dnf remove -y ivorysql5-5.3

Uninstallation for docker installation

Stop IvorySQL container and remove IvorySQL image:

$ docker stop ivorysql

$ docker rm ivorysql
$ docker rmi ivorysql/IvorySQL 5.3-ubi8

Uninstallation for rpm installation

Uninstall the rpms and clear the residual folders:

$ sudo yum remove --disablerepo=* ivorysql5\*
$ sudo rm -rf IvorySQL-5.3

Uninstallation for source code installation

Uninstall the database system, then clear the residual folders:

$ sudo make uninstall

$ make clean
$ sudo rm -rf IvorySQL-5.3

Uninstallation for deb installation

Uninstall the database system, then clear the residual folders:

$ sudo dpkg -P IvorySQL-5.3
$ sudo rm -rf IvorySQL-5.3

.2. Cluster

Primary node

Installing and start database

For quick database installation by yum, please refer to Quick installation !

For more installation options, please refer to Installation !
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" The master node database needs to be installed and started.

Stopping firewall

Stop firewall for all the nodes in the cluster to ensure the communication:

$ sudo systemctl stop firewalld

Setting environment variables

To create the streaming replication, we need configure the postgresql.conf and pg_hba.conf files on the
primary node.

¥ postgresql.conf

Append the following contents to the end of postgresql.conf:

listen_addresses = '*'

max_connections = 100

wal_level = replica

max_wal_senders = 5
hot_standby = on

¥ pg_hba.conf

Append the following contents to the end of pg_hba.conf:

host all all 0.0.0.0/0 trust
host replication all 0.0.0.0/0 trust

!
The configuration of pg_hba in the example is only for demo purposes and testing. This
configuration will result in invalidation of the database password. Please configure
according to the actual environment.

Restarting IvorySQL sevice

$ pg_ctl restart

Standby node

Installing database

For quick database installation by yum, please refer to Quick installation !

For more installation options, please refer to Installation !

" The standby node database only needs to be installed and not started.
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Stopping firewall

Stop firewall for all the nodes in the cluster to ensure the communication:

$ sudo systemctl stop firewalld

Building streaming replication

Run below command on the standby node to take base backups of the primary, that is, to build a streaming
replication:

$ sudo pg_basebackup -F p -P -X fetch -R -h <primary_ip> -p <primary_port> -U ivorysql
-D /usr/local/ivorysql/ivorysql-5/data

¥ Specifies the host name of the machine on which the server is running;

¥ Specifies the TCP port or local Unix domain socket file extension on which the server is listening for
connections. Defaults is 5432;

¥ User name to connect as;

¥ Directory to write the output to. pg_basebackup will create the directory and any parent directories if
necessary. The directory may already exist, but it is an error if the directory already exists and is not
empty.

For more options, refer to pg_basebackup --help.

Setting environment variables

Add below contents in ~/.bash_profile file:

PATH=/usr/local/ivorysql/ivorysql-5/bin:$PATH

export PATH

PGDATA=/usr/local/ivorysql/ivorysql-5/data
export PGDATA

Source to make it effective:

$ source ~/.bash_profile

Starting IvorySQL sevice

$ sudo pg_ctl -D /usr/local/ivorysql/ivorysql-5/data start

Experience the IvorySQL cluster

Checking cluster status

Run below command on the primary node, you will see walsender:

$ ps -ef |grep postgres
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...
ivorysql 11176  8067  0 21:54 ?        00:00:00 postgres: walsender ivorysql
192.168.31.102(53416) streaming 0/7000060...

while it is walreceiver on standby:

$ ps -ef | grep postgres

...
ivorysql  6567  6139  0 21:54 ?        00:00:00 postgres: walreceiver streaming

0/7000060
...

On the primary node, connect to IvorySQL and show the status:

$ psql -d ivorysql

psql (18.3)

Type "help" for help.

ivorysql=# select * from pg_stat_replication;
Ê pid  | usesysid | usename  | application_name |  client_addr   | client_hostname |

client_port |         backend_start         | backend_
xmin |   state   | sent_lsn  | write_lsn | flush_lsn | replay_lsn | write_lag |

flush_lag | replay_lag | sync_priority | sync_state |

Ê   reply_time
-------+----------+----------+------------------+----------------+-----------------+

-------------+-------------------------------+---------
-----+-----------+-----------+-----------+-----------+------------+-----------+

-----------+------------+---------------+------------+------

-------------------------
Ê11176 |       10 | ivorysql | walreceiver      | 192.168.31.102 |                 |

53416 | 2024-12-18 21:54:52.041847-05 |
Ê    | streaming | 0/7000148 | 0/7000148 | 0/7000148 | 0/7000148  |           |

|            |             0 | async      | 2024-

12-18 22:52:07.325111-05
(1 row)

Here 192.168.31.102 is the ip address of the standby node, and async means the data synchronization
method is asynchronous.

Using the cluster

All writing operations are performed on the primary node, while reading can be on both primary and
standby. The data on primary is synchronized to standby through streaming replication. The writing result
can be queried on all the nodes in the cluster.

Below is an example. Create a new database test on primary and query:
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$ psql -d ivorysql

psql (18.3)

Type "help" for help.

ivorysql=# create database test;

CREATE DATABASE

ivorysql=# \l

Ê                                                      List of databases
Ê  Name    |  Owner   | Encoding | Locale Provider |   Collate   |    Ctype    | ICU

Locale | ICU Rules |   Access privileges
-----------+----------+----------+-----------------+-------------+-------------+

------------+-----------+-----------------------
Êivorysql  | ivorysql | UTF8     | libc            | en_US.UTF-8 | en_US.UTF-8 |

|           |
Êtemplate0 | ivorysql | UTF8     | libc            | en_US.UTF-8 | en_US.UTF-8 |

|           | =c/ivorysql          +
Ê          |          |          |                 |             |             |

|           | ivorysql=CTc/ivorysql
Êtemplate1 | ivorysql | UTF8     | libc            | en_US.UTF-8 | en_US.UTF-8 |

|           | =c/ivorysql          +
Ê          |          |          |                 |             |             |

|           | ivorysql=CTc/ivorysql
Êtest      | ivorysql | UTF8     | libc            | en_US.UTF-8 | en_US.UTF-8 |

|           |
(4 rows)

Query on the standby node:

$ psql -d ivorysql

psql (18.3)

Type "help" for help.

ivorysql=# \l

Ê                                                      List of databases
Ê  Name    |  Owner   | Encoding | Locale Provider |   Collate   |    Ctype    | ICU

Locale | ICU Rules |   Access privileges
-----------+----------+----------+-----------------+-------------+-------------+

------------+-----------+-----------------------
Êivorysql  | ivorysql | UTF8     | libc            | en_US.UTF-8 | en_US.UTF-8 |

|           |
Êtemplate0 | ivorysql | UTF8     | libc            | en_US.UTF-8 | en_US.UTF-8 |

|           | =c/ivorysql          +
Ê          |          |          |                 |             |             |

|           | ivorysql=CTc/ivorysql
Êtemplate1 | ivorysql | UTF8     | libc            | en_US.UTF-8 | en_US.UTF-8 |
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|           | =c/ivorysql          +
Ê          |          |          |                 |             |             |

|           | ivorysql=CTc/ivorysql
Êtest      | ivorysql | UTF8     | libc            | en_US.UTF-8 | en_US.UTF-8 |

|           |
(4 rows)
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Oracle Compatibility
.1. 1"Case conversion

Objective

¥ In order to meet the case compatibility of PG and OracleÕs reference identifiers, ivorysql has designed
three case conversion modes for reference identifiers. Select the conversion mode via the GUC
parameter "identifier_case_switch";

Function

Three modes of case conversion (interchange by default)

¥ If the value of the guc parameter "identifier_case_switch" is "normal":

1). The letters in the identifier referenced by the double quotation mark are left
unchanged.

¥ If the value of the guc parameter "identifier_case_switch" is "interchange":

1). If the letters in the identifier referenced by the double quotation mark are
all uppercase, uppercase is converted to lowercase.

2). If the letters in the identifier referenced by the double quotation mark are
all lowercase, lowercase is converted to uppercase.

3). If the letters in the identifier enclosed in double quotation marks are mixed-
case, the identifier is left unchanged.

¥ If the value of the guc parameter "identifier_case_switch" is "lowercase":

1). If the letters in the identifier referenced by the double quotation mark are
all uppercase, uppercase is converted to lowercase.

2). If the letters in the identifier enclosed in double quotation marks are mixed-
case, the identifier is left unchanged.

When the database cluster is initialized

¥ Add the -C option to the initdb program to set the case conversion mode, and the corresponding value
of -C is:

"normal"   ------ "0"synonymy
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"interchange" ------ "1"synonymy

"lowercase"  ------ "2"synonymy

During initialization of the database cluster, the case conversion pattern is saved to the global/pg_control
file in the data directory;

Use Cases

normal

ivorysql=# SET ivorysql.compatible_mode to oracle;

SET

ivorysql=# SET ivorysql.enable_case_switch = true;

SET

ivorysql=# SET ivorysql.identifier_case_switch = normal;

SET

ivorysql=# CREATE TABLE "NORMAL_1"(c1 int, c2 int);

CREATE TABLE

ivorysql=# CREATE TABLE "Normal_2"(c1 int, c2 int);

CREATE TABLE

ivorysql=# CREATE TABLE "normal_3"(c1 int, c2 int);

CREATE TABLE

ivorysql=# select * from "NORMAL_1";

Êc1 | c2

----+----

(0 rows)

ivorysql=# select * from "Normal_1";

ERROR:  relation "Normal_1" does not exist

LINE 1: select * from "Normal_1";

ivorysql=# select * from "normal_1";

ERROR:  relation "normal" does not exist

LINE 1: select * from "normal";
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ivorysql=# select * from NORMAL_1;

ERROR:  relation "normal_1" does not exist

LINE 1: select * from NORMAL_1;

ivorysql=# select * from "Normal_2";

Êc1 | c2

----+----

(0 rows)

ivorysql=# select * from "NORMAL_2";

ERROR:  relation "NORMAL_2" does not exist

LINE 1: select * from "NORMAL_2";

ivorysql=# select * from "normal_2";

ERROR:  relation "normal_2" does not exist

LINE 1: select * from "normal_2";

ivorysql=# select * from Normal_2;

ERROR:  relation "normal_2" does not exist

LINE 1: select * from Normal_2;

ivorysql=# select * from "normal_3";

Êc1 | c2

----+----

(0 rows)

ivorysql=# select * from "NORMAL_3";

ERROR:  relation "NORMAL_3" does not exist

LINE 1: select * from "NORMAL_3";

ivorysql=# select * from "Normal_3";

ERROR:  relation "Normal_3" does not exist

LINE 1: select * from "Normal_3";

ivorysql=# drop table "NORMAL_1";

DROP TABLE

ivorysql=# drop table "Normal_2";

DROP TABLE

ivorysql=# drop table "normal_3";
DROP TABLE

interchange
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ivorysql=# SET ivorysql.compatible_mode to oracle;

SET

ivorysql=# SET ivorysql.enable_case_switch = true;

SET

ivorysql=# SET ivorysql.identifier_case_switch = interchange;

SET

ivorysql=# CREATE TABLE "INTER_CHANGE_1"(c1 int, c2 int);

CREATE TABLE

ivorysql=# CREATE TABLE "Inter_Change_2"(c1 int, c2 int);

CREATE TABLE

ivorysql=# CREATE TABLE "inter_change_3"(c1 int, c2 int);

CREATE TABLE

ivorysql=# select * from "INTER_CHANGE_1";

Êc1 | c2

----+----

(0 rows)

ivorysql=# select * from "Inter_Change_1";

ERROR:  relation "Inter_Change_1" does not exist

LINE 1: select * from "Inter_Change_1";

ivorysql=# select * from "inter_change_1";

ERROR:  relation "INTER_CHANGE_1" does not exist

LINE 1: select * from "inter_change_1";

ivorysql=# select * from INTER_CHANGE_1;

Êc1 | c2

----+----

(0 rows)

ivorysql=# select * from "Inter_Change_2";

Êc1 | c2

----+----

(0 rows)

ivorysql=# select * from "INTER_CHANGE_2";
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ERROR:  relation "inter_change_2" does not exist

LINE 1: select * from "INTER_CHANGE_2";

ivorysql=# select * from "inter_change_2";

ERROR:  relation "INTER_CHANGE_2" does not exist

LINE 1: select * from "inter_change_2";

ivorysql=# select * from Inter_Change_2;

ERROR:  relation "inter_change_2" does not exist

LINE 1: select * from Inter_Change_2;

ivorysql=# select * from "inter_change_3";

Êc1 | c2

----+----

(0 rows)

ivorysql=# select * from "INTER_CHANGE_3";

ERROR:  relation "inter_change_3" does not exist

LINE 1: select * from "INTER_CHANGE_3";

ivorysql=# select * from "Inter_Change_3";

ERROR:  relation "Inter_Change_3" does not exist

LINE 1: select * from "Inter_Change_3";

ivorysql=# select * from inter_change_3;

ERROR:  relation "inter_change_3" does not exist

LINE 1: select * from "INTER_CHANGE_3";

ivorysql=# drop table "INTER_CHANGE_1";

DROP TABLE

ivorysql=# drop table "Inter_Change_2";

DROP TABLE

ivorysql=# drop table "inter_change_3";
DROP TABLE

lowercase

ivorysql=# SET ivorysql.compatible_mode to oracle;

SET

ivorysql=# SET ivorysql.enable_case_switch = true;

SET
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ivorysql=# SET ivorysql.identifier_case_switch = lowercase;

SET

ivorysql=# CREATE TABLE "LOWER_CASE_1"(c1 int, c2 int);

CREATE TABLE

ivorysql=# CREATE TABLE "Lower_Case_2"(c1 int, c2 int);

CREATE TABLE

ivorysql=# CREATE TABLE "lower_case_3"(c1 int, c2 int);

CREATE TABLE

ivorysql=# select * from "LOWER_CASE_1";

Êc1 | c2

----+----

(0 rows)

ivorysql=# select * from "Lower_Case_1";

ERROR:  relation "Lower_Case_1" does not exist

LINE 1: select * from "Lower_Case_1";

ivorysql=# select * from "lower_case_1";

Êc1 | c2

----+----

(0 !"#)

ivorysql=# select * from LOWER_CASE_1;

Êc1 | c2

----+----

(0 !"#)

ivorysql=# select * from "Lower_Case_2";

Êc1 | c2

----+----

(0 rows)

ivorysql=# select * from "LOWER_CASE_2";

ERROR:  relation "lower_case_2" does not exist

LINE 1: select * from "LOWER_CASE_2";
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ivorysql=# select * from "lower_case_2";

ERROR:  relation "lower_case_2" does not exist

LINE 1: select * from "lower_case_2";

ivorysql=# select * from Lower_Case_2;

ERROR:  relation "lower_case_2" does not exist

LINE 1: select * from Lower_Case_2;

ivorysql=# select * from "lower_case_3";

Êc1 | c2

----+----

(0 rows)

ivorysql=# select * from "LOWER_CASE_3";

Êc1 | c2

----+----

(0 rows)

ivorysql=# select * from "Lower_Case_3";

ERROR:  relation "Lower_Case_3" does not exist

LINE 1: select * from "Lower_Case_3";

ivorysql=# select * from LOWER_CASE_3;

Êc1 | c2

----+----

(0 !"#)

ivorysql=# drop table "NORMAL_1";

DROP TABLE

ivorysql=# drop table "Normal_2";

DROP TABLE

ivorysql=# drop table "normal_3";
DROP TABLE

.2. 2"LIKE operator

Objective

¥ This document is intended to provide people using like fuzzy queries with an in-depth understanding of
Oracle-compatible fuzzy query like implementations.
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Function description

Database name Like fuzzy queries

oracle oracleÕs string type is varchar2, which supports
fuzzy queries using the Like keyword with wildcards
for columns of number, date, and string field types

IvorySQL The basic type of IvorySQLÕs string is text, so like is
based on text, and other IvorySQL types can be
implicitly converted to text, so that they can be
automatically converted without creating operator

Test cases

create table t_ora_like (id int ,str1 varchar(8), date1 timestamp with time zone,

date2 time with time zone, num int, str2 varchar(8));
insert into t_ora_like (id ,str1 ,date1 ,date2) values (123456,'test1','2022-09-26

16:39:20','2022-09-26 16:39:20');
insert into t_ora_like (id ,str1 ,date1 ,date2) values (123457,'test2','2022-09-26

16:40:20','2022-09-26 16:40:20');
insert into t_ora_like (id ,str1 ,date1 ,date2) values (223456,'test3','2022-09-26

16:41:20','2022-09-26 16:41:20');
insert into t_ora_like (id ,str1 ,date1 ,date2) values (123458,'test4','2022-09-26

16:42:20','2022-09-26 16:42:20');

select * from t_ora_like where str1 like 'test%';

Ê  id   | str1  |               date1               |    date2    | num | str2

--------+-------+-----------------------------------+-------------+-----+------

Ê123456 | test1 | 2022-09-26 16:39:20.000000 +08:00 | 16:39:20+08 |     |

Ê123457 | test2 | 2022-09-26 16:40:20.000000 +08:00 | 16:40:20+08 |     |

Ê223456 | test3 | 2022-09-26 16:41:20.000000 +08:00 | 16:41:20+08 |     |

Ê123458 | test4 | 2022-09-26 16:42:20.000000 +08:00 | 16:42:20+08 |     |

(4 rows)

select * from t_ora_like where date1 like '2022%';

Ê  id   | str1  |               date1               |    date2    | num | str2

--------+-------+-----------------------------------+-------------+-----+------

Ê123456 | test1 | 2022-09-26 16:39:20.000000 +08:00 | 16:39:20+08 |     |

Ê123457 | test2 | 2022-09-26 16:40:20.000000 +08:00 | 16:40:20+08 |     |

Ê223456 | test3 | 2022-09-26 16:41:20.000000 +08:00 | 16:41:20+08 |     |

Ê123458 | test4 | 2022-09-26 16:42:20.000000 +08:00 | 16:42:20+08 |     |

(4 rows)

select * from t_ora_like where date2 like '16%';

Ê  id   | str1  |               date1               |    date2    | num | str2

--------+-------+-----------------------------------+-------------+-----+------

Ê123456 | test1 | 2022-09-26 16:39:20.000000 +08:00 | 16:39:20+08 |     |
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Ê123457 | test2 | 2022-09-26 16:40:20.000000 +08:00 | 16:40:20+08 |     |

Ê223456 | test3 | 2022-09-26 16:41:20.000000 +08:00 | 16:41:20+08 |     |

Ê123458 | test4 | 2022-09-26 16:42:20.000000 +08:00 | 16:42:20+08 |     |

(4 rows)

select * from t_ora_like where id like '123%';

Ê  id   | str1  |               date1               |    date2    | num | str2

--------+-------+-----------------------------------+-------------+-----+------

Ê123456 | test1 | 2022-09-26 16:39:20.000000 +08:00 | 16:39:20+08 |     |

Ê123457 | test2 | 2022-09-26 16:40:20.000000 +08:00 | 16:40:20+08 |     |

Ê123458 | test4 | 2022-09-26 16:42:20.000000 +08:00 | 16:42:20+08 |     |

(3 rows)

select * from t_ora_like where id like null;

Êid | str1 | date1 | date2 | num | str2

----+------+-------+-------+-----+------
(0 rows)

.3. 3"anonymous block

Objective

¥ This document is a design document for the PLSQL anonymous block compatible Oracle syntax
function, in order to be compatible with OracleÕs anonymous block statements in IvorySQL.

Function description

¥ Anonymous blocks are PLSQL structures that dynamically create and execute procedural code without
the need to persistently store the code as database objects in the system directory. In this
implementation, IvorySQL is mainly compatible with the syntax format of PLSQL anonymous blocks, and
the parts we mainly deal with include client tool psql, master server and PSQL side support.

Test cases

declare

i integer := 10;

begin

Êraise notice '%', i;

end;

/
NOTICE:  10

DECLARE

Ê grade CHAR(1);

BEGIN
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Ê grade := 'B';

Ê CASE grade

Ê   WHEN 'A' THEN raise notice 'Excellent';

Ê   WHEN 'B' THEN raise notice 'Very Good';

Ê END CASE;

EXCEPTION

Ê WHEN CASE_NOT_FOUND THEN

Ê   raise notice 'No such grade';

END;

/
NOTICE:  Very Good

.4. 4"functions and stored procedures

Purpose

PostgreSQL supports functions and stored procedures, but there are syntax differences between PostgreSQL
and Oracle. To enable OracleÕs PL/SQL statements to run on IvorySQLÑi.e., to achieve "syntax
compatibility"ÑIvorySQL adopts the following solution: If an Oracle clause has a counterpart clause with the
same function in IvorySQL, it is directly mapped to the corresponding IvorySQL clause; otherwise, only the
syntax of the Oracle clause is implemented, while its function is not.

Compatibility support

The specific Oracle compatibility support includes the following aspects:

EDITIONABLE/NONEDITIONABLE is supported in CREATE FUNCTION syntax

CREATE or replace EDITIONABLE FUNCTION ora_func RETURN integer AS

BEGIN

Ê   RETURN 1;

END;

/

CREATE or replace NONEDITIONABLE FUNCTION ora_func RETURN integer IS

BEGIN

Ê   RETURN 1;

END;
/

Keyword 'RETURN' and 'IS' are supported in CREATE FUNCTION syntax

CREATE or replace EDITIONABLE FUNCTION ora_func RETURN integer IS

BEGIN

Ê   RETURN 1;

END;
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/

In the CREATE FUNCTION syntax, a function can have no parameters, and no parentheses () after the
function name

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = METADATA

IS

BEGIN

Ê   RETURN 1;

END;
/

Increase the number of parameters in CREATE FUNCTION syntax, the max value can be specified by
configure command

configure --help
Ê   --with-max-funarg=MAXFUNARG

Psql uses slash (/) as terminator of statement in CREATE FUNCTION syntax

CREATE or replace EDITIONABLE FUNCTION ora_func RETURN integer IS

BEGIN

Ê   RETURN 1;

END;
/

No DECLARE keyword before variable in CREATE FUNCTION syntax

CREATE OR REPLACE

FUNCTION ora_func (num1 IN int, num2 IN int)

RETURN int

AS

Ênum3 int :=10;

Ênum4 int :=10;

Ênum5 int;

BEGIN

Ênum3 := num1 + num2;

Ênum4 := num1 * num2;

Ênum5 := num3 * num4;

RETURN num5;

END;

/
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CREATE FUNCTION

select ora_func(5,9)from dual;

Êora_func

----------

Ê     630
(1 row)

Support NOCOPY for OUT parameter in CREATE FUNCTION syntax

CREATE OR REPLACE FUNCTION test_nocopy(a IN int, b OUT NOCOPY int, c IN OUT NOCOPY

int)

RETURN int

IS

BEGIN

Ê  b := a;

Ê  c := a;

Ê  return 1;

END;
/

Support sharing clause in CREATE FUNCTION syntax

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = METADATA

IS

BEGIN

Ê   RETURN 1;

END;

/

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = NONE

IS

BEGIN

Ê   RETURN 1;

END;
/

Support invoker_rights (AUTHID) in CREATE FUNCTION syntax#and change default permission to be
DR$DEFINER%

CREATE or replace FUNCTION ora_func RETURN integer
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SHARING = NONE AUTHID CURRENT_USER

IS

BEGIN

Ê   RETURN 1;

END;

/

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = NONE AUTHID DEFINER

IS

BEGIN

Ê   RETURN 1;

END;
/

Support ACCESSIBLE BY in CREATE FUNCTION syntax

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = NONE AUTHID DEFINER ACCESSIBLE BY ( B )

IS

BEGIN

Ê   RETURN 1;

END;

/

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = NONE AUTHID DEFINER ACCESSIBLE BY ( A.B )

IS

BEGIN

Ê   RETURN 1;

END;

/

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = NONE AUTHID DEFINER ACCESSIBLE BY ( FUNCTION A.B )

IS

BEGIN

Ê   RETURN 1;

END;

/

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = NONE AUTHID DEFINER

ACCESSIBLE BY ( FUNCTION A.B, PROCEDURE C.D )

IS

BEGIN
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Ê   RETURN 1;

END;

/

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = NONE AUTHID DEFINER

ACCESSIBLE BY ( FUNCTION A.B, PROCEDURE C.D, PACKAGE E,

TRIGGER F, TYPE G )

IS

BEGIN

Ê   RETURN 1;

END;
/

Support DEFAULT COLLATION in CREATE FUNCTION syntax

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = NONE AUTHID DEFINER

ACCESSIBLE BY ( FUNCTION A.B, PROCEDURE C.D )

DEFAULT COLLATION USING_NLS_COMP

IS

BEGIN

Ê   RETURN 1;

END;
/

Support deterministic clause in CREATE FUNCTION syntax

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = NONE AUTHID DEFINER

ACCESSIBLE BY ( FUNCTION A.B, PROCEDURE C.D )

DEFAULT COLLATION USING_NLS_COMP

DETERMINISTIC

IS

BEGIN

Ê   RETURN 1;

END;
/

Support parallel_enable clause in CREATE FUNCTION syntax

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = NONE AUTHID DEFINER
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ACCESSIBLE BY ( FUNCTION A.B, PROCEDURE C.D )

DEFAULT COLLATION USING_NLS_COMP

DETERMINISTIC

PARALLEL_ENABLE

IS

BEGIN

Ê   RETURN 1;

END;
/

Support result_cache clause in CREATE FUNCTION syntax

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = NONE AUTHID DEFINER

ACCESSIBLE BY ( FUNCTION A.B, PROCEDURE C.D )

DEFAULT COLLATION USING_NLS_COMP

DETERMINISTIC

PARALLEL_ENABLE ( PARTITION A BY RANGE ( B, C ) CLUSTER A BY ( E,F ) )

RESULT_CACHE

IS

BEGIN

Ê   RETURN 1;

END;

/

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = NONE AUTHID DEFINER

ACCESSIBLE BY ( FUNCTION A.B, PROCEDURE C.D )

DEFAULT COLLATION USING_NLS_COMP

DETERMINISTIC

PARALLEL_ENABLE ( PARTITION A BY RANGE ( B, C ) CLUSTER A BY ( E,F ) )

RESULT_CACHE RELIES_ON ()

IS

BEGIN

Ê   RETURN 1;

END;

/

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = NONE AUTHID DEFINER

ACCESSIBLE BY ( FUNCTION A.B, PROCEDURE C.D )

DEFAULT COLLATION USING_NLS_COMP

DETERMINISTIC

PARALLEL_ENABLE ( PARTITION A BY RANGE ( B, C ) CLUSTER A BY ( E,F ) )
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RESULT_CACHE RELIES_ON ( data_source1, data_source2)

IS

BEGIN

Ê   RETURN 1;

END;
/

Support aggregate clause in CREATE FUNCTION syntax

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = NONE AUTHID DEFINER

ACCESSIBLE BY ( FUNCTION A.B, PROCEDURE C.D )

DEFAULT COLLATION USING_NLS_COMP

DETERMINISTIC

PARALLEL_ENABLE ( PARTITION A BY RANGE ( B, C ) CLUSTER A BY ( E,F ) )

RESULT_CACHE RELIES_ON ( data_source1, data_source2)

AGGREGATE USING pg_catalog.int4

IS

BEGIN

Ê   RETURN 1;

END;

/

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = NONE AUTHID DEFINER

ACCESSIBLE BY ( FUNCTION A.B, PROCEDURE C.D )

DEFAULT COLLATION USING_NLS_COMP

DETERMINISTIC

PARALLEL_ENABLE ( PARTITION A BY RANGE ( B, C ) CLUSTER A BY ( E,F ) )

RESULT_CACHE RELIES_ON ( data_source1, data_source2)

AGGREGATE USING int

IS

BEGIN

Ê   RETURN 1;

END;
/

Support pipelined clause in CREATE FUNCTION syntax

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = NONE AUTHID DEFINER

ACCESSIBLE BY ( FUNCTION A.B, PROCEDURE C.D )

DEFAULT COLLATION USING_NLS_COMP
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DETERMINISTIC

PARALLEL_ENABLE ( PARTITION A BY RANGE ( B, C ) CLUSTER A BY ( E,F ) )

RESULT_CACHE RELIES_ON ( data_source1, data_source2)

AGGREGATE USING int

PIPELINED

IS

BEGIN

Ê   RETURN 1;

END;
/

Support sql_macro clause in CREATE FUNCTION syntax

CREATE or replace FUNCTION ora_func RETURN integer

SHARING = NONE AUTHID DEFINER

ACCESSIBLE BY ( FUNCTION A.B, PROCEDURE C.D )

DEFAULT COLLATION USING_NLS_COMP

DETERMINISTIC

PARALLEL_ENABLE ( PARTITION A BY RANGE ( B, C ) CLUSTER A BY ( E,F ) )

RESULT_CACHE RELIES_ON ( data_source1, data_source2)

AGGREGATE USING int

PIPELINED TABLE POLYMORPHIC USING pg_catalog.int4

SQL_MACRO

IS

BEGIN

Ê   RETURN 1;

END;
/

Compatibility with ALTER FUNCTION syntax

alter function public.test_func noneditionable;

alter function test_func compile;

alter function test_func compile debug;

alter function test_func compile debug sd = mv;
alter function test_func compile debug reuse settings;

Support EDITIONABLE/NONEDITIONABLE in CREATE PROCEDURE syntax

CREATE OR REPLACE EDITIONABLE PROCEDURE ora_procedure

IS

Ê       p integer := 20;

36



begin

Ê       raise notice '%', p;

end;

/

CREATE OR REPLACE NONEDITIONABLE PROCEDURE ora_procedure

IS

Ê       p integer := 20;

begin

Ê       raise notice '%', p;

end;
/

In the CREATE PROCEDURE syntax, a procedure can have no parameters, and no parentheses () after the
procedure name

CREATE OR REPLACE EDITIONABLE PROCEDURE ora_procedure

IS

Ê       p integer := 20;

begin

Ê       raise notice '%', p;

end;
/

Psql uses slash (/) as terminator of statement in CREATE PROCEDURE syntax

CREATE OR REPLACE EDITIONABLE PROCEDURE ora_procedure

IS

Ê       p integer := 20;

begin

Ê       raise notice '%', p;

end;
/

Support sharing clause in CREATE PROCEDURE syntax

CREATE OR REPLACE PROCEDURE ora_procedure

SHARING = METADATA

IS

Ê       p integer := 20;

begin

Ê       raise notice '%', p;

end;
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/

CREATE OR REPLACE PROCEDURE ora_procedure

SHARING = NONE

IS

Ê       p integer := 20;

begin

Ê       raise notice '%', p;

end;
/

Support DEFAULT COLLATION clause in CREATE PROCEDURE syntax

CREATE OR REPLACE PROCEDURE ora_procedure

SHARING = METADATA

DEFAULT COLLATION USING_NLS_COMP

IS

Ê       p integer := 20;

begin

Ê       raise notice '%', p;

end;
/

Support invoker_rights clause (AUTHID) in CREATE PROCEDURE syntax

CREATE OR REPLACE PROCEDURE ora_procedure

SHARING = METADATA

DEFAULT COLLATION USING_NLS_COMP

AUTHID CURRENT_USER

IS

Ê       p integer := 20;

begin

Ê       raise notice '%', p;

end;

/

CREATE OR REPLACE PROCEDURE ora_procedure

SHARING = METADATA

DEFAULT COLLATION USING_NLS_COMP

AUTHID DEFINER

IS

Ê       p integer := 20;

begin

Ê       raise notice '%', p;
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end;
/

Support ACCESSIBLE BY clause in CREATE PROCEDURE syntax

CREATE OR REPLACE PROCEDURE ora_procedure

SHARING = METADATA

DEFAULT COLLATION USING_NLS_COMP

AUTHID CURRENT_USER

ACCESSIBLE BY ( B )

IS

Ê       p integer := 20;

begin

Ê       raise notice '%', p;

end;

/

CREATE OR REPLACE PROCEDURE ora_procedure

SHARING = METADATA

DEFAULT COLLATION USING_NLS_COMP

AUTHID CURRENT_USER

ACCESSIBLE BY ( A.B )

IS

Ê       p integer := 20;

begin

Ê       raise notice '%', p;

end;

/

CREATE OR REPLACE PROCEDURE ora_procedure

SHARING = METADATA

DEFAULT COLLATION USING_NLS_COMP

AUTHID CURRENT_USER

ACCESSIBLE BY ( FUNCTION A.B )

IS

Ê       p integer := 20;

begin

Ê       raise notice '%', p;

end;

/

CREATE OR REPLACE PROCEDURE ora_procedure

SHARING = METADATA

DEFAULT COLLATION USING_NLS_COMP

AUTHID CURRENT_USER
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ACCESSIBLE BY ( FUNCTION A.B, PROCEDURE C.D )

IS

Ê       p integer := 20;

begin

Ê       raise notice '%', p;

end;

/

CREATE OR REPLACE PROCEDURE ora_procedure

SHARING = METADATA

DEFAULT COLLATION USING_NLS_COMP

AUTHID CURRENT_USER

ACCESSIBLE BY ( FUNCTION A.B, PROCEDURE C.D, PACKAGE E, TRIGGER F, TYPE G )

IS

Ê       p integer := 20;

begin

Ê       raise notice '%', p;

end;
/

Compatibility with ALTER PROCEDURE syntax

alter procedure test_proc editionable;

alter procedure public.test_proc noneditionable;

alter procedure test_proc compile;

alter procedure test_proc compile debug;

alter procedure test_proc compile debug sd = mv;
alter procedure test_proc compile debug reuse settings;

Function and procedure can have no parameter

create or replace function f_noparentheses

return int is

begin

return 11;

end;

/

select f_noparentheses from dual;

create or replace procedure protest

as

begin

raise notice 'protest';
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end;

/
CALL protest();

Views related with function and stored procedure

They can be found in file contrib/ivorysql_ora/src/sysview/sysview--1.0.sql.
Including DBA_PROCEDURES, ALL_PROCEDURES, USER_PROCEDURES, DBA_SOURCE, ALL_SOURCE,
USER_SOURCE, DBA_ARGUMENTS, ALL_ARGUMENTS, USER_ARGUMENTS etc.

Support (--) and (/* */)

pg_dump adds one slash (/) at the end of definition of function/procedure when backup SQL file

.5. 5"Built-in data types and built-in functions

Built-in data types

char

varchar

varchar2

number

binary_float

binary_double

date

timestamp

timestamp with time zone

timestamp with local time zone

interval year to month

interval day to second

raw

long

Built-in functions

sysdate

systimestamp

add_months

last_day

next_day

months_between

current_date

current_timestamp

new_time
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tz_offset

trunc

instr

instrb

substr

substrb

trim

ltrim

rtrim

length

lengthb

rawtohex

replace

regexp_replace

regexp_substr

regexp_instr

regexp_like

to_number

to_char

to_date

to_timestamp

to_timestamp_tz

to_yminterval

to_dsinterval

numtodsinterval

numtoyminterval

localtimestamp

from_tz

sys_extract_utc

sessiontimezone

hextoraw

uid

USERENV

asciistr

to_multi_byte

to_single_byte

compose

decompose

sys_context
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Built-in function descriptions

sysdate function

function: view the corresponding date and time, the test cases are as follows: Query the date of the current
system:

select sysdate() from dual;

Ê sysdate

------------

Ê2023-07-06
(1 row)

Check the date pushed forward by 1 day:

select sysdate()-1 from dual;

Ê ?column?

------------

Ê2023-07-05
(1 row)

systimestamp function

function: return the current system date and time (including microseconds and time zone) on the local
database, the test cases are as follows: Date and time to query the current date:

select systimestamp() from dual;

Ê systimestamp

-----------------------------------

Ê2023-07-06 10:18:31.674322 +08:00
(1 row)

add_months function

function: the function adds a date to the number of months (n), and returns the same day that is n months
apart, supporting parameters: date, number; The test cases are as follows: Check the same day of the
following month on the current date (July 6):

select add_months(sysdate(),1) from dual;

Êadd_months

------------

Ê2023-08-06
(1 row)

Query the same day of the previous month for the current date:
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select add_months(sysdate(),-1) from dual;

Êadd_months

------------

Ê2023-06-06
(1 row)

last_day  function

function: return the last day of the month where the specified date is located, support parameters: date, the
test cases are as follows: Check the last day of the month in which the day is located:

select last_day(sysdate())from dual;

Ê last_day

------------

Ê2023-07-31
(1 row)

Query the last day of the month on which a day falls:

select last_day(to_date('2019-09-01'))from dual;

Ê last_day

------------

Ê2019-09-30
(1 row)

next_day function

function: return the next date of the specified date. Supported parameters: date, integer /date, text, Note:
When the second parameter in the function passes the number of weeks more hours than the existing week,
the date of the next week will be returned; When the date passed by the second parameter in the function is
greater than the existing number of weeks, the corresponding day of the week of the week is returned. The
test cases are as follows: Query the next day of the current date:

select next_day(sysdate(),1) from dual;

Ênext_day

------------

Ê2023-07-07
(1 row)

Next Friday for the current date:

select next_day(sysdate(),'FRIDAY') from dual;

Ê next_day

------------

Ê2023-07-07

44



(1 row)

months_between function

function: return the month of difference between date1 and date2 of date type, support parameters: date,
date, description: if date1 is later than date2, return a positive number; If date1 is earlier than date2, a
negative number is returned; If date1 and date2 are the same day of a month, the return result is an integer;
If not the same day, results with decimal parts are returned on a monthly basis of 31 days. The test cases are
as follows: To find the month that differs between the same day in different months:

select months_between(to_date('2023-07-06'),to_date('2023-08-06')) from dual;

Êmonths_between

----------------

Ê            -1
(1 row)

Query the month that differs between different days of different months:

select months_between(to_date('2023-07-06'),to_date('2023-08-05')) from dual;

Ê  months_between

--------------------

Ê-0.967741935483871
(1 row)

current_date  function

function: return the current date of the current time zone, the test cases are as follows: To query the current
date in the current time zone:

select current_date from dual;

Êcurrent_date

--------------

Ê2023-07-06
(1 row)

current_timestamp  function

function: return the current date and current time of the current time zone, including the current time zone
information. Support parameters: integer, Note: The returned time can be adjusted with precision. The test
cases are as follows: To query the current date and time in the current time zone:

select current_timestamp from dual;

Ê     current_timestamp

-----------------------------------

Ê2023-07-06 10:27:01.440600 +08:00
(1 row)
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Query the current date and time in the current time zone (the precision is adjusted to the first three decimal
places):

select current_timestamp(3) from dual;

Ê     current_timestamp

-----------------------------------

Ê2023-07-06 10:27:14.182000 +08:00
(1 row)

new_time function

function: return the date in another time zone corresponding to a certain time zone, support parameters:
date, text, text, the test case is as follows: Returns the date for the current date in another time zone:

select sysdate() bj_time,new_time(sysdate(),'PDT','GMT')los_angles from dual;

Ê bj_time   | los_angles

------------+------------

Ê2023-07-06 | 2023-07-06
(1 row)

tz_offset  function

function: return the offset of the given time zone and the standard time zone, support parameters: text, the
test case is as follows: Returns the offset of a given time zone from the standard time zone:

select tz_offset('US/Eastern') from dual;

Êtz_offset

-----------

Ê-04:00
(1 row)

trunc  function

function: you can intercept the date to get the desired value, such as year, month, day, hour, minute, support
parameters: date/date, text, the test case is as follows: Intercept the current date:

select trunc(sysdate()) from dual;

Êtrunc

------------

Ê2023-07-06
(1 row)

Truncating the year, only the year is correct, and the month and day are not accurate values:

select trunc(sysdate(),'yyyy') from dual;
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Ê  trunc

------------

Ê2023-01-01
(1 row)

Intercept the month, the return value only the month is correct, the year and day are not accurate values:

select trunc(sysdate(),'mm') from dual;

Ê  trunc

------------

Ê2023-07-01
(1 row)

instr  function

function: string search that checks whether the source string contains the target string and returns the match
position. Supported parameter forms are as follows:

¥ instr(string, str)

¥ instr(string, str, start_position, nth_appearance)

The following are test cases:

Returns the first match by default:

SELECT INSTR('database administration', 'data') FROM DUAL;

Êinstr

-------

Ê    1
(1 row)

Specify the starting position and match sequence:

SELECT INSTR('database administration', 'i', 1, 2) FROM DUAL;

Êinstr

-------

Ê   15
(1 row)

Supports reverse search from the end of the string:

SELECT INSTR('mississippi river', 's', -5, 2) FROM DUAL;

Êinstr

-------

Ê    6
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(1 row)

Returns 0 when no match is found:

SELECT INSTR('database administration', 'z') FROM DUAL;

Êinstr

-------

Ê    0
(1 row)

instr  can also be used for like-style fuzzy matching:

select * from tableName where instr(name,'helloworld')>0;

Implementation notes:

¥ Searches for one string inside another with a classic brute-force algorithm.

¥ Reuses the text_instring  helper function.

¥ Uses the isByte  flag to detect multibyte encodings and branch between single-byte and multibyte
handling.

¥ The sign of position  decides forward or backward search and sets loop bounds and step.

¥ Iterates byte by byte through the source string, comparing with the pattern until a match is found.

instrb  function

function: string lookup function, return the position of the string, support parameters: varchar2, text, number
DEFAULT 1, number DEFAULT 1, the following are test cases: RETURNS THE POSITION OF THE STRING IN
CORPORATE FLOOR WHEN THE FIRST OR OCCURS BY DEFAULT:

SELECT INSTRB('CORPORATE FLOOR','OR') "Instring in bytes" FROM DUAL;

ÊInstring in bytes

-------------------

Ê                2
(1 row)

Returns the position of the string in the corporate floor where the query starts with the fifth character and the
second occurrence of or:

SELECT INSTRB('CORPORATE FLOOR','OR',5,2) "Instring in bytes" FROM DUAL;

ÊInstring in bytes

-------------------

Ê               14
(1 row)
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substr  function

function: intercept string function, truncated in characters, support parameters: text, integer, test cases are
as follows: Intercept the string from the fifth character in 'It is nice today', followed by:

SELECT SUBSTR('It is nice today',5) "Substring with bytes" FROM DUAL;

ÊSubstring with bytes

----------------------

Ê s nice today
(1 row)

substrb  function

function: intercept string function, intercept in bytes, support parameters: varchar2, number/varchar2,
number, number, the test cases are as follows: Intercept the string starting with the fifth byte in 'ItÕs nice
today' and then onwards:

SELECT SUBSTRB('It is nice today',5) "Substring with bytes" FROM DUAL;

ÊSubstring with bytes

----------------------

Ês nice today
(1 row)

Intercept the string in 'It is nice today' starting with the fifth byte and ending with the eighth byte:

SELECT SUBSTRB('It is nice today',5,8) "Substring with bytes" FROM DUAL;

ÊSubstring with bytes

----------------------

Ês nice t

(1 row)

trim  function

function: remove the left and right spaces or corresponding data of the specified string, support parameters:
varchar2 / varchar2, varchar2, the test cases are as follows: Remove the left and right spaces of ' aaa bbb ccc
':

select trim('   aaa bbb ccc   ')trim from dual;

Ê trim

-------------

Êaaa bbb ccc
(1 row)

Remove aaa from 'aaa bbb ccc':
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select trim('aaa bbb ccc','aaa')trim from dual;

Ê trim

----------

Ê bbb ccc
(1 row)

ltrim  function

function: remove the left space or corresponding data of the specified string, support parameters: varchar2 /
varchar2, varchar2, the test cases are as follows: Remove the space to the left of ' abcdefg ':

select ltrim('   abcdefg   ')ltrim from dual;

Ê   ltrim

------------

Êabcdefg
(1 row)

Traverse from the left side of 'abcdefg', remove it as soon as a character appears in 'fegab', and return the
result if it is absent:

select ltrim('abcdefg','fegab')ltrim from dual;

Êltrim

-------

Êcdefg
(1 row)

rtrim  function

function: remove the space on the right side of the specified string, the test case is as follows: Remove the
space to the right of ' abcdefg ':

select rtrim('   abcdefg   ')rtrim from dual;

Ê    rtrim

----------------

Ê   abcdefg
(1 row)

Traverse from the right side of 'abcdefg', remove it as soon as a character appears in 'fegab', and return the
result if it is absent:

select rtrim('abcdefg','fegab')rtrim from dual;

Êrtrim

-------

Êabcd
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(1 row)

length  function

function: find the length of the specified string character, support parameters: char/integer/varchar2 The
test cases are as follows: Query the character length of 223:

select length(223) from dual;

Êlength

--------

Ê     3
(1 row)

Query the character length of '223':

select length('223') from dual;

Êlength

--------

Ê     3
(1 row)

To query the character length of 'ivorysql database' :

select length('ivorysql database') from dual;

Êlength

--------

Ê    17
(1 row)

lengthb  function

function: find the length of the specified string byte, support parameters: char/bytea/varchar2 test cases are
as follows: Query the byte lengthb of 'ivorysql':

select lengthb('ivorysq'::char) from dual;

Êlengthb

---------

Ê      1
(1 row)

Query the byte lengthb of '0x2C':

select lengthb('0x2C'::bytea) from dual;

Êlengthb
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---------

Ê      4
(1 row)

Query the byte lengthb of the 'ivorysql database':

select lengthb('ivorysql database') from dual;

Êlengthb

---------

Ê     17
(1 row)

replace  function

function: replace the character in the specified string or delete the character, support parameters: text, text,
text/varchar2, varchar2, varchar2 DEFAULT NULL::varchar2, test for example: Replace 'j' in 'jack and jue' with
'bl' :

select replace('jack and jue','j','bl') from dual;

Ê   replace

----------------

Êblack and blue
(1 row)

Remove the 'j' in 'jack and jue' :

select replace('jack and jue','j') from dual;

Ê replace

------------

Êack and ue
(1 row)

regexp_replace  function

which is an extension of the replace function. Function: Used to perform matching and replacement through
regular expressions. Supported parameters: text, text, text /text, text, text, integer/varchar2,
varchar2/varchar2, varchar2 varchar2, varchar2 varchar2, for example: Replace the matched number with *#:

select regexp_replace('01234abcd56789','[0-9]','*#')from  dual;

Ê     regexp_replace

--------------------------

Ê*#*#*#*#*#abcd*#*#*#*#*#
(1 row)

Start with the second number by replacing the matched number with *#:

52



select regexp_replace('01234abcd56789','[0-9]','*#',2)from  dual;

Ê   regexp_replace

-------------------------
Ê0*#*#*#*#abcd*#*#*#*#*#

Delete '01' from '01234abcd56789':

select regexp_replace('01234abcd56789','01')from dual;

Êregexp_replace

----------------

Ê234abcd56789
(1 row)

Replace 01234abcd56789' with 'xxx':

select regexp_replace('01234abcd56789','012','xxx')from dual;

Êregexp_replace

----------------

Êxxx34abcd56789
(1 row)

regexp_substr  function

function: pick up the character substring described by the regular expression, support parameters: text, text,
integer /text, text, integer, integer / text, text, integer, integer, text /varchar2, varchar2, the test cases are as
follows: Query the 012 string starting with the first number in '012ab34':

select regexp_substr('012ab34', '012',1) from dual;

Êregexp_substr

---------------

Ê012
(1 row)

Query the 012 string in '012ab34' starting from the first number of the first group:

select regexp_substr('012ab34', '012',1,1) from  dual;

Êregexp_substr

---------------

Ê012
(1 row)

Query '012a012Ab34' for case-insensitive 012 strings starting from the first number of the first group:
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select regexp_substr('012a012Ab34', '012A',1,1,'i') from dual;

Êregexp_substr

---------------

Ê012a
(1 row)

Query '012a012Ab34' for case-sensitive 012 strings starting from the first group of numbers:

select regexp_substr('012a012Ab34', '012A',1,1,'c') from dual;

Êregexp_substr

---------------

Ê012A
(1 row)

Query the 'Database' substring in 'Data':

select regexp_substr('Database' , 'Data') from dual;

Êregexp_substr

---------------

ÊData
(1 row)s

regexp_instr  function

function: used to calibrate the start position of the character substring that conforms to the regular
expression, support parameters: text, text, integer /text, text, integer, integer / text, text, integer, integer, text,
integer / varchar2, varchar2, the test case is as follows: Query 'abcaBcabc' for the position of the abc
substring starting from the first character:

SELECT regexp_instr('abcaBcabc', 'abc', 1);

Êregexp_instr

--------------

Ê1
(1 row)

Query 'abcaBcabc' starting from the first character, where the abc substring appears for the third time:

SELECT regexp_instr('abcaBcabc', 'abc', 1, 3);

Êregexp_instr

--------------

Ê7
(1 row)

Query 'abcabcabc' starting from the first character and occurring after the second occurrence of the abc
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substring:

SELECT regexp_instr('abcaBcabc', 'abc', 1, 2,1);

Êregexp_instr

--------------

Ê7
(1 row)

Query 'abcaBcabc' from the first character, where it occurs after the first occurrence of the abc substring
(case sensitive):

SELECT regexp_instr('abcaBcabc', 'abc',1,2,1,'c');

Êregexp_instr

--------------

Ê7
(1 row)

Query the 'Database' substring in 'Data':

SELECT regexp_instr('Database', 'Data');

Êregexp_instr

--------------

Ê           1
(1 row)

regexp_like  function

function: similar to like, used for fuzzy queries. Supported parameters: varchar2, varchar2 /varchar2, varchar2
varchar2, First create a regexp_like table for the test case query:

create table t_regexp_like

(

Ê id varchar(4),

Ê value varchar(10)

);

insert into t_regexp_like values ('1','1234560');

insert into t_regexp_like values ('2','1234560');

insert into t_regexp_like values ('3','1b3b560');

insert into t_regexp_like values ('4','abc');

insert into t_regexp_like values ('5','abcde');

insert into t_regexp_like values ('6','ADREasx');

insert into t_regexp_like values ('7','123  45');

insert into t_regexp_like values ('8','adc  de');
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insert into t_regexp_like values ('9','adc,.de');

insert into t_regexp_like values ('10','abcbvbnb');
insert into t_regexp_like values ('11','11114560');

The test cases are as follows: Query t_regexp_like columns with abc in the table:

select * from t_regexp_like where regexp_like(value,'abc');

Êid |  value

----+----------

Ê4  | abc

Ê5  | abcde

Ê10 | abcbvbnb
(3 rows)

Query t_regexp_like columns with ABC in the table (not case sensitive):

select * from t_regexp_like where regexp_like(value,'ABC','i');

Êid |  value

----+----------

Ê4  | abc

Ê5  | abcde

Ê10 | abcbvbnb
(3 rows)

to_number function

function: is to change some processed strings arranged in a certain format back to a numeric format,
support parameters: text/text, text test cases are as follows: Convert the string '-34,338,492' to numeric
format:

SELECT to_number('-34,338,492', '99,999,999') from dual;

Êto_number

-----------

Ê-34338492
(1 row)

Convert the string '5.01-' to numeric format:

SELECT to_number('5.01-', '9.99S');

Êto_number

-----------

Ê-5.01
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(1 row)

to_char  function

function: convert numbers or dates to character types, support parameters: date/date,
text/timestamp/timestamp, text test cases are as follows: To convert the current system date to character
format:

select to_char(sysdate()) from dual;

Ê to_char

------------

Ê2023-07-10
(1 row)

Convert current system date to month/day/year character format:

select to_char(sysdate(),'mm/dd/yyyy') from dual;

Ê to_char

------------

Ê07/10/2023
(1 row)

Converts the timestamp format of the current date to character format

SELECT to_char(sysdate()::timestamp);

Ê        to_char

----------------------------
Ê2023-07-10 09:46:44.000000

Convert timestamp format of current date to month/date/year character format:

SELECT to_char(sysdate()::timestamp,'MM-YYYY-DD');

Ê to_char

------------

Ê07-2023-10
(1 row)

to_date  function

function: convert character type to date type, support parameters: text/text, text test cases are as follows:
Convert '2023/07/06' to date type:

select to_date('20230706') from dual;

Ê to_date

------------
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Ê2023-07-06
(1 row)

Convert '-44-02-01' to date type:

SELECT to_date('-44,0201','YYYY-MM-DD');

Êto_date

------------

Ê0044-02-01
(1 row)

to_timestamp function

function: can store year, month, day, hour, minute, second, and can also store fractional parts of seconds.
Supported parameters: text/text, text test cases are as follows: Query '2018-11-02 12:34:56.025' output as a
date:

SELECT to_timestamp('20181102.12.34.56.025');

Ê       to_timestamp

----------------------------

Ê2018-11-02 12:34:56.025000
(1 row)

Query '2011,12,18 11:38' output as a date:

SELECT to_timestamp('2011,12,18 11:38 ', 'YYYY-MM-DD HH24:MI:SS');

Ê      to_timestamp

----------------------------

Ê2011-12-18 11:38:00.000000
(1 row)

to_timestamp_tz  function

function: according to the time query, the time string has T, Z and milliseconds, time zone. The test cases are
as follows: Query '2016-10-9 14:10:10.123000' output as a date:

ÊSELECT to_timestamp_tz('2016-10-9 14:10:10.123000') FROM DUAL;

Ê         to_timestamp_tz

-----------------------------------

Ê2016-10-09 14:10:10.123000 +08:00
(1 row)

Query '10-9-2016 14:10:10.123000 +8:30' output as a date:

ÊSELECT to_timestamp_tz('10-9-2016 14:10:10.123000 +8:30', 'DD-MM-YYYY HH24:MI:SS.FF
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TZH:TZM') FROM DUAL;

Ê         to_timestamp_tz

-----------------------------------

Ê2016-09-10 13:40:10.123000 +08:00
(1 row)

to_yminterval  function

function: convert a string type to a year and month time difference type, support parameters: text, The test
cases are as follows: Query the date after two years and eight months after '20110101':

select to_date('20110101','yyyymmdd')+to_yminterval('02-08') from dual;

Ê ?column?

------------

Ê2013-09-01
(1 row)

to_dsinterval  function

function: add a date plus a certain hour or number of days into another date, support parameters: text, test
cases are as follows: Query the current system time plus the date in 9 and a half hours (currently 2023-07-06,
18:00):

select sysdate()+to_dsinterval('0 09:30:00')as newdate from dual;

Ênewdate

------------

Ê2023-07-07
(1 row)

numtodsinterval  function

function: convert numbers into time interval type data. The supporting parameters: double precision, text
test cases are as follows: Convert 100.00 hours to interval type data:

SELECT NUMTODSINTERVAL(100.00, 'hour');

Ê       numtodsinterval

-------------------------------

Ê+000000004 04:00:00.000000000
(1 row)

Convert 100 minutes to interval type data:

SELECT NUMTODSINTERVAL(100, 'minute');

Ê     numtodsinterval

-------------------------------
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Ê+000000000 01:40:00.000000000
(1 row)

numtoyminterval  function

function: convert numbers into date interval type data. Convert 1, year to date interval: double precision,
text, the test case is as follows:

SELECT NUMTOYMINTERVAL(1.00,'year');

Ênumtoyminterval

-----------------

Ê+000000001-00
(1 row)

Convert 1, mouth to date interval:

SELECT NUMTOYMINTERVAL(1,'month');

Ênumtoyminterval

-----------------

Ê+000000000-01
(1 row)

localtimestamp  function

function: return the date and time in the session, support parameters: integer, add parameters to the
function as precision, the test cases are as follows: To return the date and time in the current session:

select localtimestamp from dual;

Ê      localtimestamp

----------------------------

Ê2023-07-07 09:18:15.896472
(1 row)

Returns the date and time in the current session with a precision of 1:

select localtimestamp(1) from dual;

Ê    localtimestamp

----------------------------

Ê2023-07-07 09:18:16.100000
(1 row)

from_tz  function

function: convert time from one time zone to another, support parameters; timestamp, text, the test case is
as follows: Convert '2000-03-28 08:00:00', '3:00' to the current time zone:
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SELECT FROM_TZ(TIMESTAMP '2000-03-28 08:00:00', '3:00') FROM DUAL;

Ê             from_tz

-----------------------------------

Ê2000-03-28 13:00:00.000000 +08:00
(1 row)

sys_extract_utc  function

function: convert a timestamptz to UTC time zone time. Supported parameters: timestamp with time zone
The test cases are as follows: Query conversion timestamp '2000-03-28 11:30:00.00 -8:00' to the time after
UTC time zone:

select sys_extract_utc(timestamp '2000-03-28 11:30:00.00 -8:00') from dual;

Ê     sys_extract_utc

----------------------------

Ê2000-03-28 19:30:00.000000
(1 row)

sessiontimezone function

function: view time zone details, test cases are as follows: To view the details of the current time zone:

select sessiontimezone() from dual;

Êsessiontimezone

-----------------

ÊAsia/Shanghai
(1 row)

After modifying the timezone, check the time zone belief information:

set timezone = 'Asia/Hong_Kong';

SET

select sessiontimezone() from dual;

Êsessiontimezone

-----------------

ÊAsia/Hong_Kong
(1 row)

hextoraw function

function: convert the binary value represented by the string into a RAW value. Support parameters: text, the
test cases are as follows: Convert the string 'abcdef' to a raw value:

select hextoraw('abcdef')from dual;

Êhextoraw
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----------

Ê\xabcdef
(1 row)

uid  function

function: get the instance name of the database. The test cases are as follows: Get the instance name of the
current database:

select uid() from dual;

Êuid

-----

Ê 10
(1 row)

USERENV function

function: return the information of the current user environment, the test cases are as follows: Check
whether the current user is DBA, and if so, return true:

select userenv('isdba')from dual;

Êget_isdba

-----------

ÊTRUE
(1 row)

To view the session flag:

select userenv('sessionid')from dual;

Êget_sessionid

---------------

Ê1
(1 row)

ASCIISTR function

function: input string, return ASCII characters, the test cases are as follows: string with only ascii chars:

Êselect asciistr('Hello, World!') from dual;

Ê  asciistr

---------------

ÊHello, World!
(1 row)

string with non-ascii chars:
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Êselect asciistr('$%') from dual;

Ê asciistr

------------
Ê\4F60\597D

string with mixed ascii and non-ascii:

Êselect asciistr('ABÄCDE') from dual;

Ê asciistr

------------

ÊAB\00C4CDE
(1 row)

TO_MULTI_BYTE function

function: Convert half-width characters in a string to full-width characters: input half-width characters,
Convert to full-width characters:

select to_multi_byte('1.2'::text) ;

Êto_multi_byte

---------------
Ê&'(

TO_SINGLE_BYTE function

function: Convert full-width characters in a string to half-width characters: input full-width characters,
Convert to half-width characters:

select to_single_byte('&'(');

Êto_single_byte

----------------
Ê1.2

COMPOSE function

function: Combine base characters and combining marks into a composite Unicode character: input base
character 'a' with a combining mark '768', return à&

select compose('a'||chr(768)) from dual;

Êcompose

---------

Êà
(1 row)
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DECOMPOSE function

function: Decompose composite Unicode characters (like those with accents or special symbols) into their
base characters and combining marks. input é, return a base character 'e' with a combining mark '301':

select asciistr(decompose('é')) from dual;

Êasciistr

----------
Êe\0301

SYS_CONTEXT function

which returns the value of the parameter associated with the given context at the current moment. It can be
used in both SQL and PL/SQL languages.

ivorysql=# select sys_context('USERENV','DB_NAME');

Êsys_context

-------------

Êivorysql
(1 row)

.6. 6"ports and IP

Objective

¥ In order to distinguish the Oracle port, IP and PG port IP. THERE IS NOW A NEED TO INCREASE THE
PROCESSING OF ORAPORT AND ORAHOST;

Function

¥ Add ivoryhost: You need to add the parameter ivoryhost when connecting, and its function is similar to
host;

¥ New ivoryport: Compared to host, the function of port is relatively complex. It involves specifying ports in
the configure phase and connection phase;

Test method:

Ê  ./configure --with-oraport=5555

Ê  ./initdb ....

Ê  ./pg_ctl -D ../data start

Ê  ./pg_ctl -o "-p 5433 -o 1522" -D ../data

.7. 7"XML Function

Objective

In Oracle, SQL code often contains XML functions. To ensure consistency in data format and structure when
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migrating from Oracle to IvorySQL, IvorySQL achieves high compatibility with Oracle XML functions, building
upon the foundation of PostgreSQL.

This compatibility means that users do not need to make extensive modifications to their existing XML
processing logic, thereby ensuring the integrity and accuracy of the data. Furthermore, IvorySQLÕs cross-
platform compatibility reduces the additional user maintenance and upgrade costs caused by format
differences, making data processing and management more efficient, reliable, and flexible.

!
XML (eXtended Markup Language) is a text-based format language used to structure any
document that can be tagged. It is a lightweight, extensible, standard, and easy-to-
understand language for storing data.

Implementation Principle

IvorySQL achieves compatibility with commonly used XML SQL functions. It maintains consistency with
PostgreSQL by utilizing the same underlying processing functions, which are provided by the libxml2 library
interface. These XML functions are provided as a sub-plugin of the ivorysql_ora plugin, ensuring
compatibility and consistency with PostgreSQL databases in terms of XML processing.

Due to OracleÕs XML functions requiring certain parameter types to be XMLType, such as the existsnode()
function below:

Prototype: EXISTSNODE(XMLType_instance, XPath_string [, namespace_string ])

Demo: SELECT existsnode(XMLType('<a><b>d</b></a>'), '/a') from dual;

Therefore, for compatibility purposes, an XMLType data type has been added. Its function is to convert the
string provided by the user into an internal XMLType type, allowing SQL statements to be migrated from
Oracle to IvorySQL without modification.

Additionally, to avoid confusion with the existing keyword "extract" in PostgreSQL, IvorySQL has renamed
the original keyword to "PGEXTRACT" to ensure clarity and accuracy in function calls.

When implementing these Oracle-compatible XML functions, IvorySQL adopted two different approaches.
Among them, besides the UPDATEXML function, the other functions are implemented using SQL functions.
Since the number of parameters for the UPDATEXML function is uncertain, an expression-based approach
was used for its implementation. This required writing specialized syntax parsing and executor code to
ensure the correctness and flexibility of its functionality.

Compatible Function

Num Function Name Function Introduction

1 extract(XML) This function is used to return the
corresponding content under the
XML node path. The parameter
XMLType_instance is used to
specify the XMLType instance,
while Xpath_string is used to
specify the XML node path.

2 extractvalue This function provides retrieval
functionality for XML content. The
extractvalue function can only
return one value from one node.

3 existsnode This function is used to check
whether the XML content matches
the specified path expression.

4 deletexml This function is used to delete XML
nodes at specified paths.
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5 appendchildxml This function is used to insert child
nodes into an XML object. It takes
an XML object and an XML
fragment as parameters, and
inserts the XML fragment as a child
node into the XML object.

6 updatexml This function is used to update the
content of a specific XML node
path.

7 insertxmlbefore This function is used to insert child
nodes before a specified path in
XML.

8 insertxmlafter This function is used to insert child
nodes after a specified path in
XML.

9 insertchildxml This function is used to insert child
nodes into a specified XML path.

10 insertchildxmlbefore This function is used to insert child
nodes before a specified XML path.

11 insertchildxmlafter This function is used to insert child
nodes after a specified XML path.

12 xmlisvalid This functions is used to check the
xml content is valid or not

XML Function Demo

Prepare table and data

ivorysql=# set ivorysql.compatible_mode to oracle;

SET

ivorysql=# create table inaf(a int, b xmltype);

CREATE TABLE

ivorysql=# insert into inaf values(1,xmltype('<a><b>100</b></a>'));

INSERT 0 1

ivorysql=# insert into inaf values(2, '');

INSERT 0 1

ivorysql=# select * from inaf;

Êa |         b

---+-------------------

Ê1 | <a><b>100</b></a>

Ê2 |

(2 rows)

ivorysql=# create table xmltest(id int, data XMLType);

CREATE TABLE

ivorysql=# insert into xmltest values(1, '<value>one</value>');

INSERT 0 1

ivorysql=# insert into xmltest values(2, '<value>two</value>');

INSERT 0 1
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ivorysql=# select * from xmltest;

Êid |        data

----+--------------------

Ê 1 | <value>one</value>

Ê 2 | <value>two</value>

(2 rows)

ivorysql=# create table xmlnstest(id int, data xmltype);

CREATE TABLE
ivorysql=# INSERT INTO xmlnstest VALUES(1, xmltype('<soapenv:Envelope
xmlns:soapenv="http://schemas.xmlsoap.org/soap/envelope/"
xmlns:typ="http://www.def.com"
xmlns:web="http://www.abc.com"><soapenv:Body><web:BBB><typ:EEE>41</typ:EEE><typ:FFF>42

</typ:FFF></web:BBB></soapenv:Body></soapenv:Envelope>'));
INSERT 0 1

extract(XML)

ivorysql# SELECT extract(XMLType('<AA><ID>1</ID></AA>'), '/AA/ID') from dual;

Ê extract

------------

Ê<ID>1</ID>
(1 row)

extractvalue

ivorysql# SELECT extractvalue(XMLType('<a><b>100</b></a>'),'/a/b') from dual;

Êextractvalue

--------------

Ê100
(1 row)

existsnode

ivorysql=# SELECT existsnode(XMLType('<a><b>d</b></a>'), '/a/b') from dual;

Êexistsnode

------------

Ê         1
(1 row)

deletexml

ivorysql=# SELECT
deletexml(XMLType('<test><value>oldnode</value><value>oldnode</value></test>'),
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'/test/value') from dual;

Êdeletexml

-----------

Ê<test/>
(1 row)

appendchildxml

ivorysql=# SELECT
appendchildxml(XMLType('<test><value></value><value></value></test>'),  '/test/value',

XMLTYPE('<name>newnode</name>')) from dual;

Ê     appendchildxml

--------------------------

Ê<test>                  +

Ê  <value>               +

Ê    <name>newnode</name>+

Ê  </value>              +

Ê  <value>               +

Ê    <name>newnode</name>+

Ê  </value>              +

Ê</test>
(1 row)

updatexml

ivorysql=# SELECT updatexml(xmltype('<value>one</value>'), '/value',

xmltype('<newvalue>1111</newvalue>')) FROM dual;

Ê        updatexml

---------------------------

Ê<newvalue>1111</newvalue>
(1 row)

insertxmlbefore

ivorysql=# SELECT insertxmlbefore(XMLType('<a>222<b>100</b><b>200</b></a>'), '/a/b',

XMLTYPE('<c>88</c>')) from dual;

Ê                insertxmlbefore

--------------------------------------------------

Ê<a>222<c>88</c><b>100</b><c>88</c><b>200</b></a>
(1 row)

68



insertxmlafter

ivorysql=# SELECT

insertxmlafter(XMLType('<a><b>100</b></a>'),'/a/b',XMLType('<c>88</c>')) from dual;

Êinsertxmlafter

----------------

Ê<a>           +

Ê  <b>100</b>  +

Ê  <c>88</c>   +

Ê</a>
(1 row)

insertchildxml

ivorysql=# SELECT insertchildxml(XMLType('<a>one<b></b>three<b></b></a>'), '//b',

'name', XMLTYPE('<name>newnode</name>')) from dual;

Ê                           insertchildxml

-----------------------------------------------------------------------

Ê<a>one<b><name>newnode</name></b>three<b><name>newnode</name></b></a>
(1 row)

insertchildxmlbefore

ivorysql=# SELECT insertchildxmlbefore(XMLType('<a><b>100</b></a>'), '/a', 'b',

XMLType('<c>88</c>')) from dual;

Êinsertchildxmlbefore

----------------------

Ê<a>                 +

Ê  <c>88</c>         +

Ê  <b>100</b>        +

Ê</a>
(1 row)

insertchildxmlafter

ivorysql=# SELECT insertchildxmlafter(XMLType('<a><b>100</b></a>'), '/a', 'b',

XMLType('<c>88</c>')) from dual;

Êinsertchildxmlafter

---------------------

Ê<a>                +

Ê  <b>100</b>       +

Ê  <c>88</c>        +

Ê</a>
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(1 row)

xmlisvalid

ivorysql=# SELECT xmlisvalid(XMLTYPE('<a>'));

xmlisvalid

------------

f

(1 row)

ivorysql=# SELECT xmlisvalid(XMLTYPE('<a/>'));

xmlisvalid

------------

t
(1 row)

.8. 8"sequence

Objective

¥ This document is designed for compatibility with Oracle sequence functions, in order to use OracleÕs
sequences in IvorySQL.

Function description

¥ Sequence is a database object, similar to tables and views, that represents an integer sequence that can
be used by any table and view in the global database namespace. Sequence values can be accessed
using NEXTVAL and CURRVAL. Sequences can be in ascending or descending order.

Test cases

ivorysql=# CREATE sequence seq;

CREATE SEQUENCE

ivorysql=# SELECT seq.NEXTVAL FROM DUAL;

Ênextval

---------

Ê      1

(1 row)

ivorysql=# ALTER sequence seq restart start with 10;

ALTER SEQUENCE

ivorysql=# SELECT seq.NEXTVAL FROM DUAL;

Ênextval

---------

Ê      10

(1 row)
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ivorysql=# DROP SEQUENCE seq;
DROP SEQUENCE

.9. 9"Package

Objective

IvorySQL provides compatibility for Oracle packages. A package is an encapsulated collection of related
program objects stored together in the database. Program objects are procedures, functions, variables,
constants, cursors, and exceptions.

This document aims to provide a comprehensive understanding of the process of implementing custom
packages.

Function descriptions

IvorySQL provides compatibility for Oracle custom packages, including creation, alteration, and deletion of
packages and package bodies. We also add support for package-related commands in the PostgreSQL
interactive terminal (psql) with the new \dk command.

Create the specification of a package

The CREATE OR REPLACE PACKAGE statement is used to create or replace the specification of a package. A
package is a collection of related stored procedures, functions, and other program objects, stored as a single
unit in the database. The package specification declares these objects, and the package body defines them.

To create or replace the specification of a package in your own schema, you must have the CREATE
PROCEDURE system privilege. If you are creating or replacing a package in another userÕs schema, you
need the CREATE ANY PROCEDURE system privilege.

Create package body

The CREATE OR REPLACE PACKAGE BODY statement is used to create or replace a package body. To create a
package body requires the same privileges as creating the specification of a package, and it is required that
the package body and package specification be in the same schema, with the package specification already
existing. This statement defines the objects declared in the package specification.

When the package specification contains cursors or subprograms, a package body must be present to define
them. Otherwise, the package body is optional.

Alter package

The ALTER PACKAGE statement is used to modify the properties of a package.The privileges required to
execute the ALTER PACKAGE statement are: you must be the owner of the package or have the ALTER ANY
PROCEDURE privilege to modify packages owned by other users.

Drop package and package body

The DROP PACKAGE statement deletes a package in the database. This statement will remove both the
package body and the package specification.The DROP PACKAGE BODY statement only deletes the package
body.

It is not possible to delete a single object within the package using this statement. The privileges
required:the package must be in the userÕs schema, or the user must have the DROP ANY PROCEDURE
system privilege.
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DISCARD PACKAGE

The DISCARD PACKAGE functionality is implemented for compatibility with PostgreSQLÕs DISCARD feature.

Use \dk[+] in psql for package and package body information

In psql, \dk[+] is used to view the definition information of packages and package bodies.

Command Descriptions

\dk[+] List the package information currently visible.

\dk[+] xxx List the package specification and package body content of the xxx
package.

Test cases

Create the specification of a package

ivorysql=# create or replace package pkg is

ivorysql-#   var1 integer;

ivorysql-#   var2 integer;

ivorysql-#   function test_f(id integer) return integer;

ivorysql-#   procedure test_p(id integer);

ivorysql-# end;

ivorysql-# /
CREATE PACKAGE

Create package body

ivorysql=# create or replace package body pkg is

ivorysql-#   var3 integer;

ivorysql-#   function test_f(id integer) return integer is

ivorysql-#   begin

ivorysql-#     dbms_output.put_line('pkg test_f');

ivorysql-#     return id;

ivorysql-#   end;

ivorysql-#   procedure test_p(id integer) is

ivorysql-#   begin

ivorysql-#     dbms_output.put_line('pkg proc');

ivorysql-#   end;

ivorysql-#   --privite function

ivorysql-#   function test_piv1(id integer) return integer is

ivorysql-#   begin

ivorysql-#      return id;

ivorysql-#   end;

ivorysql-#   --privite procedure

ivorysql-#   procedure test_piv2(id integer) is
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ivorysql-#   begin

ivorysql-#     dbms_output.put_line('privite proc');

ivorysql-#   end;

ivorysql-# begin

ivorysql-#    var1 := 1;

ivorysql-#    var2 := 2;

ivorysql-#    var3 := 4;

ivorysql-# end;

ivorysql-# /
CREATE PACKAGE BODY

Alter package

ivorysql=# alter package pkg noneditionable;
ALTER PACKAGE

Drop package and package body

ivorysql=# Drop package pkg;

DROP PACKAGE

ivorysql=# Drop package body pkg;
DROP PACKAGE BODY

DISCARD PACKAGE

ivorysql=# discard package;
DISCARD PACKAGES

Use \dk[+] in psql for package and package body information

ivorysql=# \dk

Ê      List of packages

ÊSchema |   Name   |  Owner

--------+----------+----------

Êpublic | pkg      | ivorysql

Êpublic | test_pkg | ivorysql

(2 rows)

ivorysql=# \dk pkg

Ê    List of packages

ÊSchema | Name |  Owner
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--------+------+----------

Êpublic | pkg  | ivorysql

(1 row)

ivorysql=# \dk pkg1

Did not find any package named "pkg1".

ivorysql=# \dk+
Ê

List of packages
ÊSchema |   Name   |  Owner   | Security | Editionable | Use Collation |

Specification                 |                         Package Body

--------+----------+----------+----------+-------------+---------------+
-----------------------------------------------+

-----------------------------------------------------

---------
Êpublic | pkg      | ivorysql | definer  | Editionable | default       | var1 integer;

+|
Ê       |          |          |          |             |               | var2 integer;

+|
Ê       |          |          |          |             |               | function

test_f(id integer) return integer;  +|
Ê       |          |          |          |             |               | procedure

test_p(id integer);                +|
Ê       |          |          |          |             |               | end

|
Êpublic | test_pkg | ivorysql | definer  | Editionable | default       | var1 integer;

+| FUNCTION test_f(id integer) RETURN integer IS

Ê       +
Ê       |          |          |          |             |               |   FUNCTION

test_f(id integer) RETURN integer;+|   BEGIN

Ê       +
Ê       |          |          |          |             |               | end

|     dbms_output.put_line('invoke function test_pkg.t

est_f');+
Ê       |          |          |          |             |               |

| RETURN 23;

Ê       +
Ê       |          |          |          |             |               |

|   end;

Ê       +
Ê       |          |          |          |             |               |

| BEGIN

Ê       +
Ê       |          |          |          |             |               |
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|   var1 := 23;

Ê       +
Ê       |          |          |          |             |               |

| end
(2 rows)

.10. 10"Invisible Columns

Objective

The introduction of this feature is to accommodate OracleÕs invisible column functionality, making
database design simpler and enhancing the flexibility of data management. Users will have better control
over the visibility of columns.

Invisible columns are also useful during application migration. Making new columns invisible means that
they will not be visible to any existing application, but they can still be referenced by any new applications,
thus simplifying the online migration of applications.

Function descriptions

Invisible columns allow users to conceal specific columns during operations likeÊSELECT *. You can use
invisible column to make changes to a table without disrupting applications that use the table. Any generic
access of a table does not show the invisible columns in the table. Invisible columns must be explicitly
referenced by column names in order to be accessed in queries and other operations.

Support for invisible columns in psql extended describe (\d+) is added, in oracle mode only.

Test cases

Create a table with invisible columns

ivorysql=# CREATE TABLE mytable (a INT, b INT INVISIBLE, c INT);
CREATE TABLE

Insert values into invisible columns

You can insert a value into an invisible column only if you explicitly specify the invisible column in the
column list for the INSERT statement. Omitting the column list in the INSERT statement is not allowed. Errors
will be reported.

ivorysql=# INSERT INTO mytable (a, b, c) VALUES (1,2,3);

INSERT 0 1

ivorysql=# INSERT INTO mytable VALUES (4,5,6);

ERROR:  INSERT has more expressions than target columns
LINE 1: INSERT INTO mytable  VALUES (4,5,6);

Display output for invisible columns

You can use a SELECT statement to display output for an invisible column only if you explicitly specify the
invisible column in the column list.
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ivorysql=# select * from mytable;

Êa | c

---+---

Ê1 | 3

(1 row)

ivorysql=# select a,b,c from mytable;

Êa | b | c

---+---+---

Ê1 | 2 | 3
(1 row)

Support for invisible columns in psql extended describe (\d+) in Oracle mode

ivorysql=# \d+ mytable

Ê                                                  Table "public.mytable"
ÊColumn |      Type       | Collation | Nullable | Default | Invisible | Storage |

Compression | Stats target | Description
--------+-----------------+-----------+----------+---------+-----------+---------+

-------------+--------------+-------------
Êa      | pg_catalog.int4 |           |          |         |           | plain   |

|              |
Êb      | pg_catalog.int4 |           |          |         | invisible | plain   |

|              |
Êc      | pg_catalog.int4 |           |          |         |           | plain   |

|              |
Access method: heap

Limitations

¥ Modify column is not supported currently. Will be enhanced in later version;

¥ In Oracle, there are special considerations for invisible columns and column ordering. When a table
contains one or more invisible columns, the invisible columns are not included in the column order for
the table. We have not yet addressed this part.

.11. 11"RowID Column

Objective

IvorySQL provides Oracle-compatible RowID functionality. RowID is a pseudo-column automatically
generated by the database when a table is created, returning the address of each row in the database.

RowID should have the following characteristics:

1. Logically identifies each row with a unique value

2. Allows quick querying and modification of other columns in the table via ROWID, but cannot be inserted
or modified itself
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3. Users can control whether this feature is enabled

Enable the functionality

IvorySQL provides multiple ways to enable the RowID functionality.

Enable the functionality through GUC parameters

In IvorySQLÕs Oracle-compatible mode, the RowID functionality can be enabled by setting
ivorysql.default_with_rowids to on. The default value for this parameter is off. Once enabled, tables created
will automatically include a RowID column, which can be viewed using \d+ table_name.

ivorysql=# show ivorysql.default_with_rowids;

Êivorysql.default_with_rowids

------------------------------

Êoff
(1 row)

ivorysql=# create table t(a int);

CREATE TABLE

ivorysql=# \d+ t

Ê                                                     Table "public.t"
ÊColumn |      Type       | Collation | Nullable | Default | Invisible | Storage |

Compression | Stats target | Description
--------+-----------------+-----------+----------+---------+-----------+---------+

-------------+--------------+-------------
Êa      | pg_catalog.int4 |           |          |         |           | plain   |

|              |
Access method: heap

Enable the functionality by adding the WITH ROWID option in the table creation statement.

Users can choose to include this option for tables that require it; without the WITH ROWID option, a regular
table will be created.

ivorysql=# create table t2(a int) with rowid;

CREATE TABLE

ivorysql=# \d+ t2

Ê                                                    Table "public.t2"
ÊColumn |      Type       | Collation | Nullable | Default | Invisible | Storage |

Compression | Stats target | Description
--------+-----------------+-----------+----------+---------+-----------+---------+

-------------+--------------+-------------
Êa      | pg_catalog.int4 |           |          |         |           | plain   |

|              |

Indexes:

Ê   "t2_16432_rowid_idx" btree (rowid)
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Access method: heap
Has ROWID: yes

Enable the functionality by executing the command ALTER TABLE É SET WITH ROWID on an existing table.

This approach allows a regular table to add a ROWID column using the ALTER command when ROWID
functionality is needed. The ROWID can also be removed using the ALTER TABLE É SET WITHOUT ROWID
command.

ivorysql=# create table t3(a int);

CREATE TABLE

ivorysql=# alter table t3 set with rowid;

ALTER TABLE

ivorysql=# \d+ t3;

Ê                                                    Table "public.t3"
ÊColumn |      Type       | Collation | Nullable | Default | Invisible | Storage |

Compression | Stats target | Description
--------+-----------------+-----------+----------+---------+-----------+---------+

-------------+--------------+-------------
Êa      | pg_catalog.int4 |           |          |         |           | plain   |

|              |

Access method: heap
Has ROWID: yes

.12. 12"OUT Parameter

Objective

IvorySQL provides Oracle-compatible OUT parameter functionality, including functions and procedures with
OUT parameters, support for OUT parameters in anonymous blocks, and libpq support for OUT parameters.

This document aims to introduce the functionality of OUT parameters to users.

Function descriptions

IvorySQL provides Oracle-compatible OUT parameter functionality, including the following features.

functions with OUT parameters

Syntax&

CREATE [ OR REPLACE ] FUNCTION
Ê   name ( [ [ argmode ] [ argname ] argtype [ { DEFAULT | = } default_expr ] [, ...]

] )

Ê   [ RETURNS rettype

Ê     | RETURNS TABLE ( column_name column_type [, ...] ) ]

Ê { LANGUAGE lang_name

Ê   | TRANSFORM { FOR TYPE type_name } [, ... ]
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Ê   | WINDOW

Ê   | { IMMUTABLE | STABLE | VOLATILE }

Ê   | [ NOT ] LEAKPROOF

Ê   | { CALLED ON NULL INPUT | RETURNS NULL ON NULL INPUT | STRICT }

Ê   | { [ EXTERNAL ] SECURITY INVOKER | [ EXTERNAL ] SECURITY DEFINER }

Ê   | PARALLEL { UNSAFE | RESTRICTED | SAFE }

Ê   | COST execution_cost

Ê   | ROWS result_rows

Ê   | SUPPORT support_function

Ê   | SET configuration_parameter { TO value | = value | FROM CURRENT }

Ê   | AS 'definition'

Ê   | AS 'obj_file', 'link_symbol'

Ê   | sql_body
Ê } ...

The argmode can be IN, OUT, INOUT (IN OUT), or VARIADIC. If not specified, the default is IN. The argmode
can also be written after the argname.

Unlike native PostgreSQL, Oracle-compatible OUT parameters are not associated with the return value data
type. Neither IN OUT nor OUT modes can have default values. If there are OUT parameters and the
functionÕs return type is not void, the function body must include a RETURN statement.

support for OUT parameters in anonymous blocks

Supports binding variables in the form of colon placeholders, such as :1, :name.

Added new DO+USING syntax& DO [ LANGUAGE lang_name ] code [USING IN | OUT | IN OUT, É]

Supports binding variables in libpq by position and by parameter name, providing the system function
get_parameter_description, which returns the relationship between variable names and their positions
based on the SQL statement.

calling functions with OUT parameters in libpq

The libpq interface provides functions for preparing, binding, and executing statements, which are similar to
the corresponding OCI functions. The usage process is as follows:

Use IvyHandleAlloc to allocate statement and error handles. Call IvyStmtPrepare to prepare the statement.
Call IvyBindByPos or IvyBindByName to bind parameters. Call IvyStmtExecute to execute, which can be
repeated. Call IvyFreeHandle to release the statement and error handles.

Additionally, a series of interface functions have been implemented, including Ivyconnectdb, Ivystatus,
Ivyexec, IvyresultStatus, IvyCreatePreparedStatement, IvybindOutParameterByPos,
IvyexecPreparedStatement, IvyexecPreparedStatement2, Ivynfields, Ivyntuples, and Ivyclear.

Example programs can be found in the src/interfaces/libpq/ivytest directory of the source code.

test examples

functions with OUT parameters

1. OUT parameters are not associated with the return value data type
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ivorysql=# create or replace function test_return_out(id integer,price out

integer,name out varchar) return varchar

ivorysql-# as

ivorysql-# begin

ivorysql-#   price := 20000;

ivorysql-#   name := 'test a char out';

ivorysql-#   return 'welcome to QingDao';

ivorysql-# end;

ivorysql-# /
CREATE FUNCTION

1. Neither IN OUT nor OUT modes can have default values

ivorysql=# create or replace function test_return_inout(id integer,price in out

integer default 100,name out varchar) return varchar

ivorysql-# as

ivorysql-# begin

ivorysql-#   price := 20000 + price;

ivorysql-#   name := 'this is a test';

ivorysql-# return 'welcome to QingDao';

ivorysql-# end;

ivorysql-# /
ERROR:  IN OUT formal parameters may have no default expressions

1. If there are OUT parameters and the functionÕs return type is not void, the function body must include
a RETURN statement.

--if function's return type is non-void, the function body must has RETURN statement

--if there is no RETURN statement, the function can be created, but when it is called,

--an error is raised

ivorysql=# create or replace function f2(id integer,price out integer) return varchar

ivorysql-# as

ivorysql-# begin

ivorysql-#   price := 2;

ivorysql-# end;

ivorysql-# /

CREATE FUNCTION

ivorysql=# declare

ivorysql-#   a varchar(20);

ivorysql-#   b int;

ivorysql-# begin

ivorysql-#   a := f2(1, b);
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ivorysql-# end;

ivorysql-# /

ERROR:  Function returned without value

CONTEXT:  PL/iSQL function f2(pg_catalog.int4,pg_catalog.int4) line 0 at RETURN
PL/iSQL function inline_code_block line 5 at assignment

support OUT parameters in anonymous block

1. Supports binding variables in the form of colon placeholders and new DO+USING syntax

ivorysql=# do $$

ivorysql$# declare

ivorysql$#   a int;

ivorysql$# begin

ivorysql$#   :x := 1;

ivorysql$#   :y := 2;

ivorysql$# end; $$ using out, out;

Ê$1 | $2

----+----

Ê 1 |  2
(1 row)

1. system function get_parameter_descr()

ivorysql=# select * from get_parameter_description('insert into t values(:x,:y)');

Êname  | position

-------+----------

Êfalse |        0

Ê:x    |        1

Ê:y    |        2
(3 rows)

.13. 13"%Type & %Rowtype

Purpose

IvorySQL provides Oracle-compatible PL/SQL data type functionality, including %TYPE and %ROWTYPE.

This document aims to introduce users to the functionality of %TYPE and %ROWTYPE.

Function descriptions

IvorySQL provides Oracle-compatible %TYPE and %ROWTYPE functionality, including the following content.
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If the reference changes, variables declared with %TYPE or %ROWTYPE will change accordingly.

Create table and function.

CREATE TABLE t1(id int, name varchar(20));

--function's parameter datatype is tablename.columnname%TYPE

CREATE OR REPLACE FUNCTION fun1(v t1.id%TYPE) RETURN varchar AS

BEGIN

Ê RETURN v;

END;
/

The state of function is valid and function can be executed successfully.

SELECT prostatus FROM pg_proc WHERE proname like 'fun1'; --v

Êprostatus

-----------

Êv

(1 row)

SELECT fun1(1) FROM dual;

Êfun1

------

Ê1
(1 row)

Modifying the previously defined declaration of a reference causes the functionÕs status to become invalid,
but the function can still execute successfully.

ALTER TABLE t1 ALTER COLUMN id TYPE varchar(20);

SELECT prostatus FROM pg_proc WHERE proname like 'fun1'; --n

Êprostatus

-----------

Ên

(1 row)

--after changing the column id type from int to varchar, call the function again

SELECT fun1('a') FROM dual;  --successfully

Êfun1

------

Êa
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(1 row)

re-compile the function, its state become valid.

ALTER FUNCTION fun1 COMPILE;

SELECT prostatus FROM pg_proc WHERE proname like 'fun1'; --v

Êprostatus

-----------

Êv
(1 row)

Variables declared with %TYPE inherit the constraints of the referenced variable.

Example&

--the following testcase will fail

DECLARE

Ê name     VARCHAR(25) NOT NULL := 'Niu';

Ê surname  name%TYPE ;

BEGIN

Ê raise notice 'name=%' ,name;

Ê raise notice 'surname=%' ,surname;

END;

/

ERROR:  variable "surname" must have a default value, since it's declared NOT NULL

LINE 3:   surname  name%TYPE ;
Ê         ^

Use table_name%ROWTYPE or view_name%ROWTYPE as the parameter type of a function / stored
procedure or the return type of a function

Example&

CREATE TABLE employees(first_name varchar(20) not null,

last_name varchar(20) not null,

phone_number varchar(50));

INSERT INTO employees VALUES ('Steven','Niu','1-650-555-1234');

CREATE OR REPLACE PROCEDURE p0(v employees%ROWTYPE) AS

BEGIN

Ê raise notice 'v.first_name = %, v.last_name = %, v.phone_number = %',

Ê   v.first_name, v.last_name, v.phone_number;
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END;

/

DECLARE

Ê a employees%ROWTYPE;

BEGIN

Ê select * into a from employees ;

Ê raise notice 'a=%', a;

Ê call p0(a);

END;

/

NOTICE:  a=(Steven,Niu,1-650-555-1234)

NOTICE:  v.first_name = Steven, v.last_name = Niu, v.phone_number = 1-650-555-1234

\df p0

Ê                       List of functions

ÊSchema | Name | Result data type |  Argument data types   | Type

--------+------+------------------+------------------------+------

Êpublic | p0   |                  | IN v employees%ROWTYPE | proc
(1 row)

Enhancement to INSERT statement

Support inserting a variables declared with %TYPE or %ROWTYPE into table.

grammar:

INSERT INTO table_name VALUES row_variable ;

Example:

CREATE TABLE t1(id int, name varchar(20));

DECLARE

Ê v1 t1%ROWTYPE;

BEGIN

Ê FOR i IN 1 .. 5 LOOP

Ê   v1.id := i;

Ê   v1.name := 'a' || i;

Ê   INSERT INTO t1 VALUES v1;

Ê END LOOP;

END;

/
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SELECT * FROM t1;

Êid | name

----+------

Ê 1 | a1

Ê 2 | a2

Ê 3 | a3

Ê 4 | a4

Ê 5 | a5
(5 rows)

Enhancement to UPDATE statement

example:

CREATE TABLE t1(id int, name varchar(20));

DELETE FROM t1;

DECLARE

Ê v1 t1%ROWTYPE;

Ê v2 t1%ROWTYPE;

BEGIN

Ê v1.id := 11;

Ê v1.name := 'abc';

Ê INSERT INTO t1 VALUES v1;

Ê v2.id := 22;

Ê v2.name := 'new';

Ê UPDATE t1 SET ROW = v2;

END;

/

SELECT * FROM t1;

Êid | name

----+------

Ê22 | new
(1 row)

.14. 14"NLS Parameters
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Purpose

National Language Support(NLS), which refers to the localization support functionality provided by Oracle.
IvorySQL offers Oracle-compatible NLS parameter functionality.

Description

The following parameters are included:

Parameter Name Description

ivorysql.datetime_ignore_nls_
mask

Indicates whether the date format ignores the influence of NLS
parameters. Default is 0 .

nls_length_semantics Oracle-compatible parameter that specifies whether the size unit for CHAR
, VARCHAR , and VARCHAR2 type modifiers is bytes or characters.

nls_date_format Specifies the default date format, which can be viewed using the SHOW
command. Default is 'YYYY-MM-DD' .

nls_timestamp_format Oracle-compatible parameter that controls the format of timestamps.

nls_timestamp_tz_format Oracle-compatible parameter that controls the format of timestamps with
time zones.

nls_territory Oracle-compatible parameter that specifies the default region for the
database.

nls_iso_currency Oracle-compatible parameter that assigns a unique currency symbol to a
specified country or region.

nls_currency Oracle-compatible parameter that specifies the symbol for the local
currency, corresponding to the placeholder L in numeric string formats.

NLS Date Mask Settings

Example:

ivorysql =# set  ivorysql . datetime_ignore_nls_mask = 0;

SET

ivorysql =# select  '2025-10-15 11:00:00.102030 CST' :: oratimestamp ;

ERROR:   datetime  format  picture  ends before  converting  entire  input  string

LINE 1:  select  '2025-10-15 11:00:00.102030 CST' :: oratimestamp ;

Ê              ^

ivorysql =# set  ivorysql . datetime_ignore_nls_mask = 2;

SET

ivorysql =# select  '2025-10-15 11:00:00.102030 CST' :: oratimestamp ;

Ê       oratimestamp

----------------------------

Ê2025- 10- 15 11: 00: 00. 102030
( 1 row)

Disabling NLS Date or Timestamp Format

Example:

ivorysql =# select  '2025-10-15 11:00:00.102030 ' :: oratimestamp ;
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Ê       oratimestamp

----------------------------

Ê2025- 10- 15 11: 00: 00. 102030

( 1 row)

ivorysql =# set  nls_timestamp_format ="pg" ;

SET

ivorysql =# select  '2025-10-15 11:00:00.102030 ' :: oratimestamp ;

ERROR:   date format  not  recognized

LINE 1:  select  '2025-10-15 11:00:00.102030 ' :: oratimestamp ;
Ê              ^

Parameter nls_length_semantics  Settings

IvorySQL uses the value of the nls_length_semantics  parameter to determine the length type, which can be
either BYTE or CHAR (default is BYTE )!

Example:

ivorysql =# alter  session set  nls_length_semantics  = char;

SET
ivorysql =# create  table  character_tb ( char_c char( 6),  char_b varchar2( 6 byte),  char_v

varchar ( 6));

CREATE TABLE

ivorysql =#

ivorysql =# insert  into  character_tb  values( 'abcdef' ,  '123456' ,  'OK' );

INSERT 0 1

ivorysql =# select  *  from character_tb  ;

Êchar_c |  char_b |  char_v

--------+--------+--------

Êabcdef |  123456 |  OK

( 1 row)

ivorysql =# select  length ( char_b),  length ( char_c),  length ( char_v)  from character_tb ;

Êlength  |  length  |  length

--------+--------+--------

Ê     6 |       6 |       2
( 1 row)

NLS Currency Symbols Settings

Example:

ivorysql =# show ivorysql . identifier_case_switch ;

Êivorysql . identifier_case_switch
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---------------------------------

Êinterchange

( 1 row)

ivorysql =# set  nls_currency  to  "CHINA";

SET

ivorysql =# show nls_currency ;

Ênls_currency

--------------

ÊCHINA

( 1 row)

ivorysql =# set  nls_currency  to  "China" ;

SET

ivorysql =# show nls_currency ;

Ênls_currency

--------------

ÊChina
( 1 row)

" The behavior of nls_currency  and nls_iso_currency  is impacted by the Oracle
ivorysql.identifier_case_switch  compatibility feature.

.15. 15"Force View

Purpose

¥ This document explains the purpose of Force View in IvorySQL and shows how it enables users to create
placeholder views when dependencies are not yet ready while keeping the behavior aligned with Oracle.

¥ Force View supports migrating views even when dependent tables are not yet ready, and can swiftly
revert to regular views through automatic or explicit compilation once dependencies are satisfied.

Feature Description

¥ CREATE [OR REPLACE] FORCE VIEW: Creates a view object even when the query references missing tables
or functions. The system retains the SQL definition and returns the message WARNING: View created
with compilation errors .

¥ Automatic compilation: When a Force view is accessed, IvorySQL attempts recompilation. If it succeeds,
the view becomes a normal view; if it fails, it raises view "<schema>.<name>" has errors .

¥ Dependency fallback: When a normal view is invalidated because dependencies are removed or altered,
IvorySQL automatically converts it into a Force view, preserving the latest valid definition so it can be
restored quickly once dependencies are rebuilt.

Test Cases

Create a Force View with Missing Dependencies

-- The base table does not exist, but the Force view placeholder is created
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successfully.

CREATE FORCE VIEW fv_customer AS

SELECT c_id ,  c_name FROM missing_customer;
-- Expected output: WARNING: View created with compilation errors

Automatic Compilation and Recovery

-- Provide the missing dependency.

CREATE TABLE missing_customer(

Ê c_id    int  primary  key,

Ê c_name text

);

INSERT INTO missing_customer VALUES ( 1,  'Alice' );

-- Accessing the Force view triggers automatic compilation.

SELECT *  FROM fv_customer;
-- On success, the view becomes a normal view and returns data.

Explicit Compilation and Failure Fallback

-- Recreate the view definition as a Force view to make it invalid again.

CREATE OR REPLACE FORCE VIEW fv_customer AS

SELECT c_id ,  upper( c_name)  AS c_name FROM missing_customer_v2;

-- Explicit compilation fails because dependencies are still missing.

ALTER VIEW fv_customer COMPILE;

-- Expected output: WARNING: View altered with compilation errors

-- Supply the required dependency and compile again.

CREATE TABLE missing_customer_v2(

Ê c_id    int ,

Ê c_name text

);

ALTER VIEW fv_customer COMPILE;
-- Expected output: ALTER VIEW succeeds and the view returns to normal.

.16. 16"Nested Subfunctions

Objective

¥ Using Oracle-style nested subfunctions in IvorySQL.
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Feature Description

¥ Allows declaring and invoking subfunctions or subprocedures inside anonymous blocks, functions, or
procedures, with scope limited to the parent block.

¥ Nested subfunctions can read and update variables defined in the parent scope while introducing their
own local variables; the parent scope cannot directly access the subfunctionÕs internal state.

¥ Supports overloading resolution that distinguishes homonymous subfunctions by argument count, data
type, or named parameters.

Test Cases

DO $$

DECLARE

Ê v_result  integer ;

Ê FUNCTION inner_square ( p_value integer )  RETURN integer  IS

Ê BEGIN

Ê   RAISE NOTICE 'inner_square called' ;

Ê   RETURN p_value *  p_value;

Ê END;

BEGIN

Ê v_result  : = inner_square ( 10);

Ê RAISE NOTICE 'result=%' ,  v_result ;

END;
$$ LANGUAGE plisql ;

DO $$

DECLARE

Ê v_base_multiplier   integer  : = 20;

Ê v_audit_counter     integer  : = 0;

Ê v_result  integer ;

Ê FUNCTION inner_square ( p_value integer )  RETURN integer  IS

Ê BEGIN

Ê   RAISE NOTICE 'inner_square called' ;

Ê   v_audit_counter  : = v_audit_counter  + 1;

Ê   RETURN v_base_multiplier  *  p_value;

Ê END;

BEGIN

Ê v_result  : = inner_square ( 10);

Ê RAISE NOTICE 'result=%' ,  v_result ;

Ê RAISE NOTICE 'v_audit_counter=%' ,  v_audit_counter ;

END;
$$ LANGUAGE plisql ;
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-- Polymorphic nested function specializing on argument type

DO $$

DECLARE

Ê v_last_notice  text  : = 'none' ;

Ê FUNCTION describe_value ( p_input  anyelement)  RETURN text  IS

Ê BEGIN

Ê   v_last_notice  : = format ( 'polymorphic dispatch with %s' ,  pg_typeof( p_input ));

Ê   RETURN v_last_notice ;

Ê END;

Ê FUNCTION describe_value ( p_input  anyarray,  p_element anyelement)  RETURN text  IS

Ê BEGIN

Ê   v_last_notice  : = format ( 'array dispatch with %s' ,  pg_typeof( p_input ):: text );

Ê   RETURN v_last_notice ;

Ê END;

BEGIN

Ê RAISE NOTICE '%' ,  describe_value ( 100);
Ê RAISE NOTICE '%' ,  describe_value ( 'IvorySQL' :: text );  -- explicit cast avoids

ambiguous literal
Ê RAISE NOTICE '%' ,  describe_value ( ARRAY[ 1, 2, 3],  NULL:: int );  -- extra arg guides

anyarray resolution

Ê RAISE NOTICE 'last notice=%' ,  v_last_notice ;

END;
$$ LANGUAGE plisql ;

.17. 17"sys_guid Function

Purpose

IvorySQLÕs sys_guid() is a powerful random number generation function that generates and returns a 16-
byte database-level unique identifier (raw value).

Usage example

ivorysql=# select sys_guid() from dual;

Ê             sys_guid

------------------------------------

Ê\x3ed9426c8a093442a38bea09a74f44a1
(1 row)

91



The sys_guid function can generate default values for primary keys when creating a
table

create table student

(

student_id raw(16) default sys_guid() primary key,

student_name varchar2(100) not null
);

The primary key is automatically populated when new data is added

insert into student(student_name) values ('Steven');

.18. 18"Empty String to NULL

Purpose

¥ In IvorySQLÕs Oracle compatibility mode, support converting empty strings to NULL for storage,
providing behavior consistent with Oracle Database.

Feature Description

¥ Oracle compatibility mode supports converting empty strings to NULL for storage.

¥ The feature is controlled by parameter ivorysql.enable_emptystring_to_null , with default value on.

¥ When this parameter is enabled, inserting an empty string will automatically convert it to NULL value for
storage.

¥ NULL values after conversion can be queried using the IS NULL condition.

Test Cases

-- Create test table

ivorysql=# create table abc (id int);

CREATE TABLE

-- Check empty string to NULL parameter status

ivorysql=# show ivorysql.enable_emptystring_to_null;

Êivorysql.enable_emptystring_to_NULL

-------------------------------------

Êon

(1 row)

-- Insert empty string

ivorysql=# insert into abc values('');

INSERT 0 1
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-- Query table data, displays as NULL

ivorysql=# select * from abc;

Êid

\----

(1 row)

-- Query using IS NULL condition

ivorysql=# select * from abc where id is null;

Êid

\----

(1 row)

.19. 19"CALL INTO

Objective

¥ In IvorySQL, the CALL statement supports invoking standalone function stored procedures, as well as
functions and stored procedures within packages or object types. The CALL syntax for invoking functions
adds an INTO clause, where the insertion target is a host variable.

Feature Description

¥ CALL supports invoking standalone functions and stored procedures, as well as those defined within
packages.

¥ When using CALL to invoke functions, the INTO clause syntax is added, with the insertion target being a
host variable.

¥ When calling functions/stored procedures with no parameters or all default values, empty parentheses
cannot be omitted.

¥ CALL supports referencing bind variables in parameters or the INTO clause when invoking functions and
stored procedures.

¥ The binding variables corresponding to OUT parameters in the CALL statement support validation of
precision and data types.

¥ Output binding variables are not allowed to be repeatedly bound.

Test Cases

Call INTO invokes a function and inserts the result into a host variable.

-- Create function

ivorysql =# create  or  replace  function  f_defs ( a number default  1314)

ivorysql -#  return  number

ivorysql -#  is

ivorysql -#  begin

ivorysql -#  raise  notice  '%' ,  a;

ivorysql -#  return  a;
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ivorysql -#  end;

ivorysql -#  /

CREATE FUNCTION

-- Declare bind variable

ivorysql =# variable  x number

-- Call the function and retrieve the return value

ivorysql =# call  f_defs ()  into  : x;

NOTICE:  1314

Call  completed.

ivorysql =# print  x

Ê X

------
Ê1314

Call the stored procedure in the package

ivorysql =# create  table  tb1( c1 int );

CREATE TABLE

-- Create package specification

ivorysql =# create  or  replace  package pkg is

ivorysql -#  var1 integer ;

ivorysql -#  procedure test_p  ;

ivorysql -#  end;

ivorysql -#  /

CREATE PACKAGE

-- Create package body

ivorysql =# create  or  replace  package body pkg is

ivorysql -#  procedure test_p  is

ivorysql -#  begin

ivorysql -#  insert  into  tb1 values( 1);

ivorysql -#  end;

ivorysql -#  begin

ivorysql -#  var1 : = 2;

ivorysql -#  end;

ivorysql -#  /

CREATE PACKAGE BODY

-- Call the procedure in the package

ivorysql =# call  pkg. test_p ();

CALL

ivorysql =# select  *  from tb1;
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Êc1

-----

Ê 1
( 1 row)

Call with no parameters or default parameters

-- Create a function with default parameters
ivorysql =# CREATE OR REPLACE FUNCTION default_arg_func ( p_num NUMBER DEFAULT 100)

RETURN NUMBER AS

ivorysql -#  BEGIN

ivorysql -#    RETURN p_num + 5;

ivorysql -#  END;

ivorysql -#  /

CREATE FUNCTION

-- Correctly call a function with default parameters (must include parentheses)

ivorysql =# VARIABLE default_result  NUMBER;
ivorysql =# CALL default_arg_func ()  INTO : default_result ;  -- Use the default value of

100

Call  completed.

ivorysql =# PRINT default_result ;

ÊDEFAULT_RESULT

----------------

Ê105

-- Call with parameters

ivorysql =# CALL default_arg_func ( 200)  INTO : default_result ;

Call  completed.

ivorysql =# PRINT default_result ;

ÊDEFAULT_RESULT

----------------
Ê205

Reference bind variables in parameters or INTO clauses

-- Create functions stand_alone_func

CREATE OR REPLACE FUNCTION stand_alone_func( p_input  NUMBER)

RETURN NUMBER

IS
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BEGIN

Ê   RETURN p_input  *  2;

END;

/

-- Set input bind variables

ivorysql =# VARIABLE input_num NUMBER = 7;

-- Call a function using bind variables as parameters

ivorysql =# VARIABLE func_result  NUMBER;

ivorysql =# CALL stand_alone_func(: input_num)  INTO : func_result ;

Call  completed.

ivorysql =# PRINT func_result ;

ÊFUNC_RESULT

-------------
Ê14

The OUT parameters in CALL statements support precision and data type validation

-- Create a procedure with OUT parameters

ivorysql =# CREATE OR REPLACE PROCEDURE out_param_proc(

ivorysql ( #   p_in IN VARCHAR2,

ivorysql ( #   p_out OUT VARCHAR2,

ivorysql ( #   p_num_out OUT NUMBER

ivorysql ( # )  AS

ivorysql -#  BEGIN

ivorysql -#    p_out : = p_in ||  ' processed' ;

ivorysql -#    p_num_out : = LENGTH( p_in);

ivorysql -#  END;

ivorysql -#  /

CREATE PROCEDURE

-- Test OUT parameter type matching

ivorysql =# VARIABLE out_var  VARCHAR2( 50);

ivorysql =# VARIABLE num_var NUMBER;

ivorysql =# CALL out_param_proc( 'Test input' ,  : out_var ,  : num_var);

Call  completed.

ivorysql =# PRINT out_var ;

Ê      OUT_VAR

----------------------

ÊTest input  processed
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ivorysql =# PRINT num_var;

ÊNUM_VAR

---------

Ê10

-- Test insufficient OUT parameter precision (will be truncated)

ivorysql =# VARIABLE short_out  VARCHAR2( 5);

ivorysql =# CALL out_param_proc( 'Long input string' ,  : short_out ,  : num_var);

Call  completed.

ivorysql =# PRINT short_out ;

ÊSHORT_OUT

-----------

ÊLong

-- Test type mismatch (will throw an error)

ivorysql =# VARIABLE wrong_type NUMBER;

ivorysql =# CALL out_param_proc( 'Test' ,  : wrong_type,  : num_var);
ERROR:   invalid  input  syntax for  type numeric:  "Test processed"

Output binding variables do not allow duplicate binding.

-- Prepare binding variables

ivorysql =# VARIABLE dup_var VARCHAR2( 100);

-- Attempting duplicate binding (will throw an error)

ivorysql =# CALL out_param_func( 'Test' ,  : dup_var)  INTO : dup_var;

ERROR:   output  parameter cannot be a duplicate  bind

-- Correct approach: Use different binding variables

ivorysql =# VARIABLE out1 VARCHAR2( 100);

ivorysql =# CALL out_param_proc( 'Correct usage' ,  : out1,  : num_var);

Call  completed.

ivorysql =# PRINT out1;

Ê         OUT1

-------------------------
ÊCorrect  usage processed
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Containerization and Cloud Service
Containerization

..1. K8S deployment

Single-node container

On the master node of the k8s cluster, create a namespace named ivorysql.

[root@k8s-master ~]# kubectl create ns ivorysql

Download the latest docker_library code.

[root@k8s-master ~]# git clone https://github.com/IvorySQL/docker_library.git

Enter the single-node directory

[root@k8s-master ~]# cd docker_library/k8s-cluster/single
[root@k8s-master single]# vim statefulset.yaml #Update the PVC information and
database password in the StatefulSet to match your actual environment.

Use statefulset.yaml to create a single-node pod.

[root@k8s-master single]# kubectl apply -f statefulset.yaml

service/ivorysql-svc created
statefulset.apps/ivorysql created

Wait for the single-node pod to be successfully created.

[root@k8s-master single]# kubectl get all -n ivorysql

NAME             READY   STATUS              RESTARTS   AGE

pod/ivorysql-0   0/1     ContainerCreating   0          47s

NAME                   TYPE       CLUSTER-IP       EXTERNAL-IP   PORT(S)

AGE
service/ivorysql-svc   NodePort   10.108.178.236   <none>

5432:32106/TCP,1521:31887/TCP   47s

NAME                        READY   AGE

statefulset.apps/ivorysql   0/1     47s

[root@k8s-master single]# kubectl get all -n ivorysql

NAME             READY   STATUS    RESTARTS   AGE

pod/ivorysql-0   1/1     Running   0          2m39s
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NAME                   TYPE       CLUSTER-IP       EXTERNAL-IP   PORT(S)

AGE
service/ivorysql-svc   NodePort   10.108.178.236   <none>

5432:32106/TCP,1521:31887/TCP   2m39s

NAME                        READY   AGE
statefulset.apps/ivorysql   1/1     2m39s

Connect to IvorySQL via its PostgreSQL port using the psql

[root@k8s-master single]# psql -U ivorysql -p 32106 -h 127.0.0.1 -d ivorysql

Password for user ivorysql:

ivorysql=# select version();

Ê                                                       version
--------------------------------------------------------------------------------------

----------------------------------
ÊPostgreSQL 18.0 (IvorySQL 5.3) on x86_64-pc-linux-gnu, compiled by gcc (GCC) 8.5.0

20210514 (Red Hat 8.5.0-28), 64-bit

(1 row)

ivorysql=# show ivorysql.compatible_mode;

Êivorysql.compatible_mode

--------------------------

Êpg

(1 row)

ivorysql=# exit

Connect to IvorySQLÕs Oracle-compatible port using psql.

[root@k8s-master single]# psql -U ivorysql -p 31887 -h 127.0.0.1 -d ivorysql

Password for user ivorysql:

ivorysql=# select version();

Ê                                                       version
--------------------------------------------------------------------------------------

----------------------------------
ÊPostgreSQL 18.0 (IvorySQL 5.3) on x86_64-pc-linux-gnu, compiled by gcc (GCC) 8.5.0

20210514 (Red Hat 8.5.0-28), 64-bit

(1 row)

ivorysql=# show ivorysql.compatible_mode;
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Êivorysql.compatible_mode

--------------------------

Êoracle
(1 row)

Uninstall Single-node container

[root@k8s-master single]# kubectl delete -f statefulset.yaml

High Availability Cluster

Access the master node of the k8s cluster and create a namespace named ivorysql.

[root@k8s-master ~]# kubectl create ns ivorysql

Download the latest docker_library code.

[root@k8s-master ~]# git clone https://github.com/IvorySQL/docker_library.git

Enter the high-availability cluster directory.

[root@k8s-master ~]# cd docker_library/k8s-cluster/ha-cluster/helm_charts
[root@k8s-master single]# vim values.yaml #Adjust the PVC settings, cluster size, and
other configurations in values.yaml according to your environment. For the database
password, check templates/secret.yaml and modify it as needed.

Deploy the high-availability cluster using Helm commands.

[root@k8s-master helm_charts]# helm install ivorysql-ha-cluster -n ivorysql .

NAME: ivorysql-ha-cluster

LAST DEPLOYED: Wed Sep 10 09:45:36 2025

NAMESPACE: ivorysql

STATUS: deployed

REVISION: 1

TEST SUITE: None

[root@k8s-master helm_charts]# kubectl get all -n ivorysql

NAME                         READY   STATUS    RESTARTS   AGE

pod/ivorysql-patroni-hac-0   1/1     Running   0          42s

pod/ivorysql-patroni-hac-1   0/1     Running   0          18s

NAME                                  TYPE        CLUSTER-IP       EXTERNAL-IP

PORT(S)                         AGE
service/ivorysql-patroni-hac          NodePort    10.96.119.203    <none>

5432:32391/TCP,1521:32477/TCP   42s
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service/ivorysql-patroni-hac-config   ClusterIP   None             <none>

<none>                          42s
service/ivorysql-patroni-hac-pods     ClusterIP   None             <none>

<none>                          42s
service/ivorysql-patroni-hac-repl     NodePort    10.100.122.0     <none>

5432:30111/TCP,1521:32654/TCP   42s

NAME                                    READY   AGE
statefulset.apps/ivorysql-patroni-hac   1/3     42s

Wait until all pods are running successfully, indicating the cluster deployment is complete.

[root@k8s-master helm_charts]# kubectl get all -n ivorysql

NAME                         READY   STATUS    RESTARTS   AGE

pod/ivorysql-patroni-hac-0   1/1     Running   0          88s

pod/ivorysql-patroni-hac-1   1/1     Running   0          64s

pod/ivorysql-patroni-hac-2   1/1     Running   0          41s

NAME                                  TYPE        CLUSTER-IP       EXTERNAL-IP

PORT(S)                         AGE
service/ivorysql-patroni-hac          NodePort    10.96.119.203    <none>

5432:32391/TCP,1521:32477/TCP   88s
service/ivorysql-patroni-hac-config   ClusterIP   None             <none>

<none>                          88s
service/ivorysql-patroni-hac-pods     ClusterIP   None             <none>

<none>                          88s
service/ivorysql-patroni-hac-repl     NodePort    10.100.122.0     <none>

5432:30111/TCP,1521:32654/TCP   88s

NAME                                    READY   AGE
statefulset.apps/ivorysql-patroni-hac   3/3     88s

Connect to the PostgreSQL and Oracle ports of the clusterÕs primary node using psql.

[root@k8s-master helm_charts]# psql -U ivorysql -p 32391 -h 127.0.0.1 -d ivorysql

Password for user ivorysql:

ivorysql=# show ivorysql.compatible_mode;

Êivorysql.compatible_mode

--------------------------

Êpg

(1 row)

ivorysql=# SELECT pg_is_in_recovery();

Êpg_is_in_recovery
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-------------------

Êf

(1 row)

ivorysql=# exit

[root@k8s-master helm_charts]# psql -U ivorysql -p 32477 -h 127.0.0.1 -d ivorysql

Password for user ivorysql:

ivorysql=# show ivorysql.compatible_mode;

Êivorysql.compatible_mode

--------------------------

Êoracle

(1 row)

ivorysql=# SELECT pg_is_in_recovery();

Êpg_is_in_recovery

-------------------

Êf

(1 row)

ivorysql=#

Use psql to connect to the PostgreSQL and Oracle ports of the clusterÕs standby node.

[root@k8s-master helm_charts]# psql -U ivorysql -p 30111 -h 127.0.0.1 -d ivorysql

Password for user ivorysql:

ivorysql=# show ivorysql.compatible_mode;

Êivorysql.compatible_mode

--------------------------

Êpg

(1 row)

ivorysql=# SELECT pg_is_in_recovery();

Êpg_is_in_recovery

-------------------

Êt

(1 row)

ivorysql=# exit
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[root@k8s-master helm_charts]# psql -U ivorysql -p 32654 -h 127.0.0.1 -d ivorysql

Password for user ivorysql:

ivorysql=#  show ivorysql.compatible_mode;

Êivorysql.compatible_mode

--------------------------

Êoracle

(1 row)

ivorysql=# SELECT pg_is_in_recovery();

Êpg_is_in_recovery

-------------------

Êt

(1 row)

ivorysql=#

Uninstall high-availability cluster

[root@k8s-master helm_charts]# helm uninstall ivorysql-ha-cluster -n ivorysql

Remove PVC

[root@k8s-master helm_charts]# kubectl delete pvc ivyhac-config-ivorysql-patroni-hac-0

-n ivorysql
[root@k8s-master helm_charts]# kubectl delete pvc ivyhac-config-ivorysql-patroni-hac-1

-n ivorysql
[root@k8s-master helm_charts]# kubectl delete pvc ivyhac-config-ivorysql-patroni-hac-2

-n ivorysql
[root@k8s-master helm_charts]# kubectl delete pvc pgdata-ivorysql-patroni-hac-0 -n

ivorysql
[root@k8s-master helm_charts]# kubectl delete pvc pgdata-ivorysql-patroni-hac-1 -n

ivorysql
[root@k8s-master helm_charts]# kubectl delete pvc pgdata-ivorysql-patroni-hac-2 -n
ivorysql

..2. Operator deployment

Operator Installation

1. Fork ivory-operator repository  and clone it to your host machine&

YOUR_GITHUB_UN="<your GitHub username>"

git clone --depth  1 "git@github.com: ${YOUR_GITHUB_UN} /ivory-operator.git"
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cd ivory-operator

2. Run the following commands&

kubectl apply -k  examples/kustomize/install/namespace
kubectl apply --server-side  -k  examples/kustomize/install/default

Getting Started

Throughout this tutorial, we will be building on the example provided in the examples/kustomize/ivory .

When referring to a nested object within a YAML manifest, we will be using the .  format similar to kubectl
explain . For example, if we want to refer to the deepest element in this yaml file:

spec:

Ê hippos:
Ê   appetite :  huge

we would say spec.hippos.appetite .

kubectl explain  is your friend. You can use kubectl explain ivorycluster  to introspect the
ivorycluster.ivory-operator.ivorysql.org  custom resource definition.

Create an Ivory Cluster

Create

Creating an Ivory cluster is pretty simple. Using the example in the examples/kustomize/ivory  directory, all
we have to do is run:

kubectl apply -k  examples/kustomize/ivory

and IVYO will create a simple Ivory cluster named hippo in the ivory-operator  namespace. You can track the
status of your Ivory cluster using kubectl describe  on the ivoryclusters.ivory-operator.ivorysql.org
custom resource:

kubectl -n  ivory-operator describe ivoryclusters.ivory-operator.ivorysql.org hippo

and you can track the state of the Ivory Pod using the following command:

kubectl -n  ivory-operator get pods \
Ê --selector =ivory-operator.ivorysql.org/cluster =hippo,ivory-
operator.ivorysql.org/instance

What Just Happened?

IVYO created an Ivory cluster based on the information provided to it in the Kustomize manifests located in
the examples/kustomize/ivory  directory. LetÕs better understand what happened by inspecting the
examples/kustomize/ivory/ivory.yaml  file:
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apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  hippo

spec:

Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :

Ê   -  name:  instance1

Ê     dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :

Ê           storage :  1Gi

Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     repos:

Ê     -  name:  repo1

Ê       volume:

Ê         volumeClaimSpec:

Ê           accessModes:

Ê           -  " ReadWriteOnce"

Ê           resources:

Ê             requests :
Ê               storage :  1Gi

When we ran the kubectl apply  command earlier, what we did was create a ivorycluster  custom resource
in Kubernetes. IVYO detected that we added a new ivorycluster  resource and started to create all the
objects needed to run Ivory in Kubernetes!

What else happened? IVYO read the value from metadata.name to provide the Ivory cluster with the name
hippo. Additionally, IVYO knew which containers to use for Ivory and pgBackRest by looking at the values in
spec.image and spec.backups.pgbackrest.image  respectively. The value in spec.postgresVersion  is
important as it will help IVYO track which major version of Ivory you are using.

IVYO knows how many Ivory instances to create through the spec.instances  section of the manifest. While
name is optional, we opted to give it the name instance1 . We could have also created multiple replicas and
instances during cluster initialization, but we will cover that more when we discuss how to scale and create a
HA Ivory cluster.

A very important piece of your ivorycluster  custom resource is the dataVolumeClaimSpec section. This
describes the storage that your Ivory instance will use. It is modeled after the Persistent Volume Claim. If you
do not provide a spec.instances.dataVolumeClaimSpec.storageClassName, then the default storage class in
your Kubernetes environment is used.

As part of creating an Ivory cluster, we also specify information about our backup archive. IVYO uses
pgBackRest, an open source backup and restore tool designed to handle terabyte-scale backups. As part of
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initializing our cluster, we can specify where we want our backups and archives (write-ahead logs or WAL)
stored. We will talk about this portion of the ivorycluster  spec in greater depth in the disaster recovery
section of this tutorial, and also see how we can store backups in Amazon S3, Google GCS, and Azure Blob
Storage.

Troubleshooting

IvorySQL / pgBackRest Pods Stuck in Pending Phase

The most common occurrence of this is due to PVCs not being bound. Ensure that you have set up your
storage options correctly in any volumeClaimSpec. You can always update your settings and reapply your
changes with kubectl apply .

Also ensure that you have enough persistent volumes available: your Kubernetes administrator may need to
provision more.

If you are on OpenShift, you may need to set spec.openshift  to true .

Next Steps

WeÕre up and running !Ñ !now letÕs connect to our Ivory cluster!

Connect to an Ivory Cluster

ItÕs one thing to create an Ivory cluster; itÕs another thing to connect to it. LetÕs explore how IVYO makes
it possible to connect to an Ivory cluster!

Background: Services, Secrets, and TLS

IVYO creates a series of Kubernetes Services to provide stable endpoints for connecting to your Ivory
databases. These endpoints make it easy to provide a consistent way for your application to maintain
connectivity to your data. To inspect what services are available, you can run the following command:

kubectl -n  ivory-operator get svc --selector =ivory-operator.ivorysql.org/cluster =hippo

will yield something similar to:

NAME              TYPE        CLUSTER-IP     EXTERNAL-IP   PORT ( S)     AGE

hippo-ha          ClusterIP   10.103.73.92   <none>        5432/TCP   3h14m

hippo-ha-config   ClusterIP   None           <none>        <none>     3h14m

hippo-pods        ClusterIP   None           <none>        <none>     3h14m

hippo-primary     ClusterIP   None           <none>        5432/TCP   3h14m
hippo-replicas    ClusterIP   10.98.110.215  <none>        5432/TCP   3h14m

You do not need to worry about most of these Services, as they are used to help manage the overall health
of your Ivory cluster. For the purposes of connecting to your database, the Service of interest is called hippo-
primary . Thanks to IVYO, you do not need to even worry about that, as that information is captured within a
Secret!

When your Ivory cluster is initialized, IVYO will bootstrap a database and Ivory user that your application can
access. This information is stored in a Secret named with the pattern <clusterName>-pguser-<userName>.
For our hippo cluster, this Secret is called hippo-pguser-hippo . This Secret contains the information you
need to connect your application to your Ivory database:

¥ user: The name of the user account.

106

https://www.postgresql.org/docs/current/wal-intro.html
https://github.com/IvorySQL/ivory-operator/blob/master/docs/content/tutorial/backups.md
https://github.com/IvorySQL/ivory-operator/blob/master/docs/content/tutorial/connect-cluster.md
https://github.com/IvorySQL/ivory-operator/blob/master/docs/content/tutorial/create-cluster.md
https://kubernetes.io/docs/concepts/services-networking/service/


¥ password: The password for the user account.

¥ dbname: The name of the database that the user has access to by default.

¥ host : The name of the host of the database. This references the Service of the primary Ivory instance.

¥ port : The port that the database is listening on.

¥ uri : A PostgresSQL connection URI that provides all the information for logging into the Ivory database.

¥ jdbc-uri : A PostgresSQL JDBC connection URI that provides all the information for logging into the Ivory
database via the JDBC driver.

All connections are over TLS. IVYO provides its own certificate authority (CA) to allow you to securely connect
your applications to your Ivory clusters. This allows you to use the verify-full  "SSL mode" of Ivory, which
provides eavesdropping protection and prevents MITM attacks. You can also choose to bring your own CA,
which is described later in this tutorial in the Customize Cluster section.

Modifying Service Type, NodePort Value and Metadata

By default, IVYO deploys Services with the ClusterIP  Service type. Based on how you want to expose your
database, you may want to modify the Services to use a different Service type and NodePort value.

You can modify the Services that IVYO manages from the following attributes:

¥ spec.service  - this manages the Service for connecting to an Ivory primary.

¥ spec.userInterface.pgAdmin.service  - this manages the Service for connecting to the pgAdmin
management tool.

For example, say you want to set the Ivory primary to use a NodePort service, a specific nodePort value, and
set a specific annotation and label, you would add the following to your manifest:

spec:

Ê service :

Ê   metadata:

Ê     annotations :

Ê       my-annotation :  value1

Ê     labels :

Ê       my-label :  value2

Ê   type:  NodePort
Ê   nodePort:  32000

For our hippo cluster, you would see the Service type and nodePort modification as well as the annotation
and label. For example:

kubectl -n  ivory-operator get svc --selector =ivory-operator.ivorysql.org/cluster =hippo

will yield something similar to:

NAME              TYPE        CLUSTER-IP      EXTERNAL-IP   PORT ( S)           AGE

hippo-ha          NodePort    10.105.57.191   <none>        5432:32000/TCP   48s

hippo-ha-config   ClusterIP   None            <none>        <none>           48s

hippo-pods        ClusterIP   None            <none>        <none>           48s

hippo-primary     ClusterIP   None            <none>        5432/TCP         48s
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hippo-replicas    ClusterIP   10.106.18.99    <none>        5432/TCP         48s

and the top of the output from running

kubectl -n  ivory-operator describe svc hippo-ha

will show our custom annotation and label have been added:

Name:              hippo-ha

Namespace:         ivory-operator

Labels:            my-label =value2

Ê                  ivory-operator.ivorysql.org/cluster =hippo

Ê                  ivory-operator.ivorysql.org/patroni =hippo-ha
Annotations:       my-annotation: value1

Note that setting the nodePort value is not allowed when using the (default) ClusterIP  type, and it must be
in-range and not otherwise in use or the operation will fail. Additionally, be aware that any annotations or
labels provided here will win in case of conflicts with any annotations or labels a user configures elsewhere.

Finally, if you are exposing your Services externally and are relying on TLS verification, you will need to use
the custom TLS features of IVYO).

Connect an Application

For this tutorial, we are going to connect Keycloak, an open source identity management application.
Keycloak can be deployed on Kubernetes and is backed by an Ivory database. We provide an example of
deploying Keycloak andan ivorycluster, the manifest below deploys it using our hippo cluster that is already
running:

kubectl apply --filename =- <<EOF

apiVersion: apps/v1

kind: Deployment

metadata:

Ê name: keycloak

Ê namespace: ivory-operator

Ê labels:

Ê   app.kubernetes.io/name: keycloak

spec:

Ê selector:

Ê   matchLabels:

Ê     app.kubernetes.io/name: keycloak

Ê template:

Ê   metadata:

Ê     labels:

Ê       app.kubernetes.io/name: keycloak

Ê   spec:
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Ê     containers:

Ê     - image: quay.io/keycloak/keycloak:latest

Ê       args: ["start-dev"]

Ê       name: keycloak

Ê       env:

Ê       - name: DB_VENDOR

Ê         value: "ivory"

Ê       - name: DB_ADDR

Ê         valueFrom: { secretKeyRef: { name: hippo-pguser-hippo, key: host } }

Ê       - name: DB_PORT

Ê         valueFrom: { secretKeyRef: { name: hippo-pguser-hippo, key: port } }

Ê       - name: DB_DATABASE

Ê         valueFrom: { secretKeyRef: { name: hippo-pguser-hippo, key: dbname } }

Ê       - name: DB_USER

Ê         valueFrom: { secretKeyRef: { name: hippo-pguser-hippo, key: user } }

Ê       - name: DB_PASSWORD

Ê         valueFrom: { secretKeyRef: { name: hippo-pguser-hippo, key: password } }

Ê       - name: KEYCLOAK_ADMIN

Ê         value: "admin"

Ê       - name: KEYCLOAK_ADMIN_PASSWORD

Ê         value: "admin"

Ê       - name: KC_PROXY

Ê         value: "edge"

Ê       ports:

Ê       - name: http

Ê         containerPort: 8080

Ê       - name: https

Ê         containerPort: 8443

Ê       readinessProbe:

Ê         httpGet:

Ê           path: /realms/master

Ê           port: 8080

Ê     restartPolicy: Always
EOF

Notice this part of the manifest:

-  name:  DB_ADDR

Ê valueFrom:  {  secretKeyRef:  {  name:  hippo-pguser-hippo ,  key:  host  }  }

-  name:  DB_PORT

Ê valueFrom:  {  secretKeyRef:  {  name:  hippo-pguser-hippo ,  key:  port  }  }

-  name:  DB_DATABASE
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Ê valueFrom:  {  secretKeyRef:  {  name:  hippo-pguser-hippo ,  key:  dbname }  }

-  name:  DB_USER

Ê valueFrom:  {  secretKeyRef:  {  name:  hippo-pguser-hippo ,  key:  user }  }

-  name:  DB_PASSWORD
Ê valueFrom:  {  secretKeyRef:  {  name:  hippo-pguser-hippo ,  key:  password }  }

The above manifest shows how all of these values are derived from the hippo-pguser-hippo  Secret. This
means that we do not need to know any of the connection credentials or have to insecurely pass them
around !Ñ !they are made directly available to the application!

Using this method, you can tie application directly into your GitOps pipeline that connect to Ivory without
any prior knowledge of how IVYO will deploy Ivory: all of the information your application needs is
propagated into the Secret!

Next Steps

Now that we have seen how to connect an application to a cluster, letÕs learn how to create a high
availability Ivory cluster!

High Availability

Ivory is known for its reliability: it is very stable and typically "just works." However, there are many things
that can happen in a distributed environment like Kubernetes that can affect Ivory uptime, including:

¥ The database storage disk fails or some other hardware failure occurs

¥ The network on which the database resides becomes unreachable

¥ The host operating system becomes unstable and crashes

¥ A key database file becomes corrupted

¥ A data center is lost

¥ A Kubernetes component (e.g. a Service) is accidentally deleted

There may also be downtime events that are due to the normal case of operations, such as performing a
minor upgrade, security patching of operating system, hardware upgrade, or other maintenance.

The good news: IVYO is prepared for this, and your Ivory cluster is protected from many of these scenarios.
However, to maximize your high availability (HA), letÕs first scale up your Ivory cluster.

HA Ivory: Adding Replicas to your Ivory Cluster

IVYO provides several ways to add replicas to make a HA cluster:

¥ Increase the spec.instances.replicas  value

¥ Add an additional entry in spec.instances

For the purposes of this tutorial, we will go with the first method and set spec.instances.replicas  to 2. Your
manifest should look similar to:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  hippo

spec:
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Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :

Ê   -  name:  instance1

Ê     replicas :  2

Ê     dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :

Ê           storage :  1Gi

Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     repos:

Ê     -  name:  repo1

Ê       volume:

Ê         volumeClaimSpec:

Ê           accessModes:

Ê           -  " ReadWriteOnce"

Ê           resources:

Ê             requests :
Ê               storage :  1Gi

Apply these updates to your Ivory cluster with the following command:

kubectl apply -k  examples/kustomize/ivory

Within moment, you should see a new Ivory instance initializing! You can see all of your Ivory Pods for the
hippo cluster by running the following command:

kubectl -n  ivory-operator get pods \
Ê --selector =ivory-operator.ivorysql.org/cluster =hippo,ivory-
operator.ivorysql.org/instance-set

LetÕs test our high availability set up.

Testing Your HA Cluster

An important part of building a resilient Ivory environment is testing its resiliency, so letÕs run a few tests to
see how IVYO performs under pressure!

Test #1: Remove a Service

LetÕs try removing the primary Service that our application is connected to. This test does not actually
require a HA Ivory cluster, but it will demonstrate IVYOÕs ability to react to environmental changes and heal
things to ensure your applications can stay up.
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Recall in the connecting a Ivory cluster that we observed the Services that IVYO creates, e.g.:

kubectl -n  ivory-operator get svc \
Ê --selector =ivory-operator.ivorysql.org/cluster =hippo

yields something similar to:

NAME              TYPE        CLUSTER-IP     EXTERNAL-IP   PORT ( S)     AGE

hippo-ha          ClusterIP   10.103.73.92   <none>        5432/TCP   4h8m

hippo-ha-config   ClusterIP   None           <none>        <none>     4h8m

hippo-pods        ClusterIP   None           <none>        <none>     4h8m

hippo-primary     ClusterIP   None           <none>        5432/TCP   4h8m
hippo-replicas    ClusterIP   10.98.110.215  <none>        5432/TCP   4h8m

We also mentioned that the application is connected to the hippo-primary  Service. What happens if we were
to delete this Service?

kubectl -n  ivory-operator delete svc hippo-primary

This would seem like it could create a downtime scenario, but run the above selector again:

kubectl -n  ivory-operator get svc \
Ê --selector =ivory-operator.ivorysql.org/cluster =hippo

You should see something similar to:

NAME              TYPE        CLUSTER-IP     EXTERNAL-IP   PORT ( S)     AGE

hippo-ha          ClusterIP   10.103.73.92   <none>        5432/TCP   4h8m

hippo-ha-config   ClusterIP   None           <none>        <none>     4h8m

hippo-pods        ClusterIP   None           <none>        <none>     4h8m

hippo-primary     ClusterIP   None           <none>        5432/TCP   3s
hippo-replicas    ClusterIP   10.98.110.215  <none>        5432/TCP   4h8m

Wow!Ñ !IVYO detected that the primary Service was deleted and it recreated it! Based on how your
application connects to Ivory, it may not have even noticed that this event took place!

Now letÕs try a more extreme downtime event.

Test #2: Remove the Primary StatefulSet

StatefulSets are a Kubernetes object that provide helpful mechanisms for managing Pods that interface with
stateful applications, such as databases. They provide a stable mechanism for managing Pods to help
ensure data is retrievable in a predictable way.

What happens if we remove the StatefulSet that is pointed to the Pod that represents the Ivory primary? First,
letÕs determine which Pod is the primary. WeÕll store it in an environmental variable for convenience.
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PRIMARY_POD=$(kubectl -n  ivory-operator get pods \

Ê --selector =ivory-operator.ivorysql.org/role =master \
Ê -o  jsonpath ='{.items[*].metadata.labels.ivory-operator\.ivorysql\.org/instance}' )

Inspect the environmental variable to see which Pod is the current primary:

echo $PRIMARY_POD

should yield something similar to:

hippo-instance1-zj5s

We can use the value above to delete the StatefulSet associated with the current Ivory primary instance:

kubectl delete sts -n  ivory-operator " ${PRIMARY_POD} "

LetÕs see what happens. Try getting all of the StatefulSets for the Ivory instances in the hippo cluster:

kubectl get sts -n  ivory-operator \
Ê --selector =ivory-operator.ivorysql.org/cluster =hippo,ivory-
operator.ivorysql.org/instance

You should see something similar to:

NAME                   READY   AGE

hippo-instance1-6kbw   1/1     15m
hippo-instance1-zj5s   0/1     1s

IVYO recreated the StatefulSet that was deleted! After this "catastrophic" event, IVYO proceeds to heal the
Ivory instance so it can rejoin the cluster. We cover the high availability process in greater depth later in the
documentation.

What about the other instance? We can see that it became the new primary though the following command:

kubectl -n  ivory-operator get pods \

Ê --selector =ivory-operator.ivorysql.org/role =master \
Ê -o  jsonpath ='{.items[*].metadata.labels.ivory-operator\.ivorysql\.org/instance}'

which should yield something similar to:

hippo-instance1-6kbw

You can test that the failover successfully occurred in a few ways. You can connect to the example Keycloak
application that we deployed in the previous section. Based on KeycloakÕs connection retry logic, you may
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need to wait a moment for it to reconnect, but you will see it connected and resume being able to read and
write data. You can also connect to the Ivory instance directly and execute the following command:

SELECT NOT pg_catalog.pg_is_in_recovery()  is_primary ;

If it returns true  (or t ), then the Ivory instance is a primary!

What if IVYO was down during the downtime event? Failover would still occur: the Ivory HA system works
independently of IVYO and can maintain its own uptime. IVYO will still need to assist with some of the
healing aspects, but your application will still maintain read/write connectivity to your Ivory cluster!

Synchronous Replication

IvorySQL supports synchronous replication, which is a replication mode designed to limit the risk of
transaction loss. Synchronous replication waits for a transaction to be written to at least one additional
server before it considers the transaction to be committed. For more information on synchronous
replication, please read about IVYOÕs high availability architecture

To add synchronous replication to your Ivory cluster, you can add the following to your spec:

spec:

Ê patroni :

Ê   dynamicConfiguration :
Ê     synchronous_mode:  true

While PostgreSQL defaults synchronous_commit to on, you may also want to explicitly set it, in which case the
above block becomes:

spec:

Ê patroni :

Ê   dynamicConfiguration :

Ê     synchronous_mode:  true

Ê     postgresql :

Ê       parameters:
Ê         synchronous_commit:  " on"

Note that Patroni, which manages many aspects of the clusterÕs availability, will favor availability over
synchronicity. This means that if a synchronous replica goes down, Patroni will allow for asynchronous
replication to continue as well as writes to the primary. However, if you want to disable all writing if there are
no synchronous replicas available, you would have to enable synchronous_mode_strict , i.e.:

spec:

Ê patroni :

Ê   dynamicConfiguration :

Ê     synchronous_mode:  true
Ê     synchronous_mode_strict :  true
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Affinity

Kubernetes affinity rules, which include Pod anti-affinity and Node affinity, can help you to define where you
want your workloads to reside. Pod anti-affinity is important for high availability: when used correctly, it
ensures that your Ivory instances are distributed amongst different Nodes. Node affinity can be used to
assign instances to specific Nodes, e.g. to utilize hardware thatÕs optimized for databases.

Understanding Pod Labels

IVYO sets up several labels for Ivory cluster management that can be used for Pod anti-affinity or affinity rules
in general. These include:

¥ ivory-operator.ivorysql.org/cluster : This is assigned to all managed Pods in a Ivory cluster. The
value of this label is the name of your Ivory cluster, in this case: hippo.

¥ ivory-operator.ivorysql.org/instance-set : This is assigned to all Ivory instances within a group of
spec.instances . In the example above, the value of this label is instance1 . If you do not assign a label,
the value is automatically set by IVYO using a NN format, e.g. 00.

¥ ivory-operator.ivorysql.org/instance : This is a unique label assigned to each Ivory instance
containing the name of the Ivory instance.

LetÕs look at how we can set up affinity rules for our Ivory cluster to help improve high availability.

Pod Anti-affinity

Kubernetes has two types of Pod anti-affinity:

¥ Preferred: With preferred (preferredDuringSchedulingIgnoredDuringExecution ) Pod anti-affinity,
Kubernetes will make a best effort to schedule Pods matching the anti-affinity rules to different Nodes.
However, if it is not possible to do so, then Kubernetes may schedule one or more Pods to the same
Node.

¥ Required: With required (requiredDuringSchedulingIgnoredDuringExecution ) Pod anti-affinity,
Kubernetes mandates that each Pod matching the anti-affinity rules must be scheduled to different
Nodes. However, a Pod may not be scheduled if Kubernetes cannot find a Node that does not contain a
Pod matching the rules.

There is a trade-off with these two types of pod anti-affinity: while "required" anti-affinity will ensure that all
the matching Pods are scheduled on different Nodes, if Kubernetes cannot find an available Node, your Ivory
instance may not be scheduled. Likewise, while "preferred" anti-affinity will make a best effort to scheduled
your Pods on different Nodes, Kubernetes may compromise and schedule more than one Ivory instance of
the same cluster on the same Node.

By understanding these trade-offs, the makeup of your Kubernetes cluster, and your requirements, you can
choose the method that makes the most sense for your Ivory deployment. WeÕll show examples of both
methods below!

Using Preferred Pod Anti-Affinity

First, letÕs deploy our Ivory cluster with preferred Pod anti-affinity. Note that if you have a single-node
Kubernetes cluster, you will not see your Ivory instances deployed to different nodes. However, your Ivory
instances will  be deployed.

We can set up our HA Ivory cluster with preferred Pod anti-affinity like so:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  hippo

spec:
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Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :

Ê   -  name:  instance1

Ê     replicas :  2

Ê     dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :

Ê           storage :  1Gi

Ê     affinity :

Ê       podAntiAffinity :

Ê         preferredDuringSchedulingIgnoredDuringExecution :

Ê         -  weight :  1

Ê           podAffinityTerm :

Ê             topologyKey:  kubernetes.io/hostname

Ê             labelSelector :

Ê               matchLabels:

Ê                 ivory-operator.ivorysql.org/cluster :  hippo

Ê                 ivory-operator.ivorysql.org/instance-set :  instance1

Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     repos:

Ê     -  name:  repo1

Ê       volume:

Ê         volumeClaimSpec:

Ê           accessModes:

Ê           -  " ReadWriteOnce"

Ê           resources:

Ê             requests :
Ê               storage :  1Gi

Apply those changes in your Kubernetes cluster.

LetÕs take a closer look at this section:

affinity :

Ê podAntiAffinity :

Ê   preferredDuringSchedulingIgnoredDuringExecution :

Ê   -  weight :  1

Ê     podAffinityTerm :
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Ê       topologyKey:  kubernetes.io/hostname

Ê       labelSelector :

Ê         matchLabels:

Ê           ivory-operator.ivorysql.org/cluster :  hippo
Ê           ivory-operator.ivorysql.org/instance-set :  instance1

spec.instances.affinity.podAntiAffinity  follows the standard Kubernetes Pod anti-affinity spec. The
values for the matchLabels are derived from what we described in the previous section: ivory-
operator.ivorysql.org/cluster  is set to our cluster name of hippo, and ivory-
operator.ivorysql.org/instance-set  is set to the instance set name of instance1 . We choose a
topologyKey of kubernetes.io/hostname , which is standard in Kubernetes clusters.

Preferred Pod anti-affinity will perform a best effort to schedule your Ivory Pods to different nodes. LetÕs see
how you can require your Ivory Pods to be scheduled to different nodes.

Using Required Pod Anti-Affinity

Required Pod anti-affinity forces Kubernetes to scheduled your Ivory Pods to different Nodes. Note that if
Kubernetes is unable to schedule all Pods to different Nodes, some of your Ivory instances may become
unavailable.

Using the previous example, letÕs indicate to Kubernetes that we want to use required Pod anti-affinity for
our Ivory clusters:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  hippo

spec:

Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :

Ê   -  name:  instance1

Ê     replicas :  2

Ê     dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :

Ê           storage :  1Gi

Ê     affinity :

Ê       podAntiAffinity :

Ê         requiredDuringSchedulingIgnoredDuringExecution :

Ê         -  topologyKey:  kubernetes.io/hostname

Ê           labelSelector :

Ê             matchLabels:

Ê               ivory-operator.ivorysql.org/cluster :  hippo

Ê               ivory-operator.ivorysql.org/instance-set :  instance1
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Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     repos:

Ê     -  name:  repo1

Ê       volume:

Ê         volumeClaimSpec:

Ê           accessModes:

Ê           -  " ReadWriteOnce"

Ê           resources:

Ê             requests :
Ê               storage :  1Gi

Apply those changes in your Kubernetes cluster.

If you are in a single Node Kubernetes clusters, you will notice that not all of your Ivory instance Pods will be
scheduled. This is due to the requiredDuringSchedulingIgnoredDuringExecution  preference. However, if
you have enough Nodes available, you will see the Ivory instance Pods scheduled to different Nodes:

kubectl get pods -n  ivory-operator -o  wide \
Ê --selector =ivory-operator.ivorysql.org/cluster =hippo,ivory-
operator.ivorysql.org/instance

Node Affinity

Node affinity can be used to assign your Ivory instances to Nodes with specific hardware or to guarantee a
Ivory instance resides in a specific zone. Node affinity can be set within the
spec.instances.affinity.nodeAffinity  attribute, following the standard Kubernetes node affinity spec.

LetÕs see an example with required Node affinity. LetÕs say we have a set of Nodes that are reserved for
database usage that have a label workload-role=db . We can create a Ivory cluster with a required Node
affinity rule to scheduled all of the databases to those Nodes using the following configuration:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  hippo

spec:

Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :

Ê   -  name:  instance1

Ê     replicas :  2

Ê     dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:
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Ê         requests :

Ê           storage :  1Gi

Ê     affinity :

Ê       nodeAffinity :

Ê         requiredDuringSchedulingIgnoredDuringExecution :

Ê           nodeSelectorTerms:

Ê           -  matchExpressions:

Ê             -  key:  workload-role

Ê               operator :  In

Ê               values:

Ê               -  db

Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     repos:

Ê     -  name:  repo1

Ê       volume:

Ê         volumeClaimSpec:

Ê           accessModes:

Ê           -  " ReadWriteOnce"

Ê           resources:

Ê             requests :
Ê               storage :  1Gi

Pod Topology Spread Constraints

In addition to affinity and anti-affinity settings, Kubernetes Pod Topology Spread Constraints can also help
you to define where you want your workloads to reside. However, while PodAffinity allows any number of
Pods to be added to a qualifying topology domain, and PodAntiAffinity allows only one Pod to be scheduled
into a single topology domain, topology spread constraints allow you to distribute Pods across different
topology domains with a finer level of control.

API Field Configuration

The spread constraint API fields can be configured for instance, PgBouncer and pgBackRest repo host pods.
The basic configuration is as follows:

Ê     topologySpreadConstraints :

Ê     -  maxSkew:  <integer>

Ê       topologyKey:  <string>

Ê       whenUnsatisfiable :  <string>
Ê       labelSelector :  <object>

where "maxSkew" describes the maximum degree to which Pods can be unevenly distributed, "topologyKey"
is the key that defines a topology in the Nodes' Labels, "whenUnsatisfiable" specifies what action should be
taken when "maxSkew" canÕt be satisfied, and "labelSelector" is used to find matching Pods.
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Example Spread Constraints

To help illustrate how you might use this with your cluster, we can review examples for configuring spread
constraints on our Instance and pgBackRest repo host Pods. For this example, assume we have a three node
Kubernetes cluster where the first node is labeled with my-node-label=one, the second node is labeled with
my-node-label=two and the final node is labeled my-node-label=three . The label key my-node-label  will
function as our topologyKey. Note all three nodes in our examples will be schedulable, so a Pod could live
on any of the three Nodes.

Instance Pod Spread Constraints

To begin, we can set our topology spread constraints on our cluster Instance Pods. Given this configuration

Ê instances :

Ê   -  name:  instance1

Ê     replicas :  5

Ê     topologySpreadConstraints :

Ê       -  maxSkew:  1

Ê         topologyKey:  my-node-label

Ê         whenUnsatisfiable :  DoNotSchedule

Ê         labelSelector :

Ê           matchLabels:
Ê             ivory-operator.ivorysql.org/instance-set :  instance1

we will expect 5 Instance pods to be created. Each of these Pods will have the standard ivory-
operator.ivorysql.org/instance-set: instance1  Label set, so each Pod will be properly counted when
determining the maxSkew. Since we have 3 nodes with a maxSkew of 1 and weÕve set whenUnsatisfiable  to
DoNotSchedule, we should see 2 Pods on 2 of the nodes and 1 Pod on the remaining Node, thus ensuring our
Pods are distributed as evenly as possible.

pgBackRest Repo Pod Spread Constraints

We can also set topology spread constraints on our clusterÕs pgBackRest repo host pod. While we normally
will only have a single pod per cluster, we could use a more generic label to add a preference that repo host
Pods from different clusters are distributed among our Nodes. For example, by setting our matchLabel value
to ivory-operator.ivorysql.org/pgbackrest: ""  and our whenUnsatisfiable  value to ScheduleAnyway, we
will allow our repo host Pods to be scheduled no matter what Nodes may be available, but attempt to
minimize skew as much as possible.

Ê     repoHost:

Ê       topologySpreadConstraints :

Ê       -  maxSkew:  1

Ê         topologyKey:  my-node-label

Ê         whenUnsatisfiable :  ScheduleAnyway

Ê         labelSelector :

Ê           matchLabels:
Ê             ivory-operator.ivorysql.org/pgbackrest :  " "

Putting it All Together

Now that each of our Pods has our desired Topology Spread Constraints defined, letÕs put together a
complete cluster definition:
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apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  hippo

spec:

Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :

Ê   -  name:  instance1

Ê     replicas :  5

Ê     topologySpreadConstraints :

Ê       -  maxSkew:  1

Ê         topologyKey:  my-node-label

Ê         whenUnsatisfiable :  DoNotSchedule

Ê         labelSelector :

Ê           matchLabels:

Ê             ivory-operator.ivorysql.org/instance-set :  instance1

Ê     dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :

Ê           storage :  1G

Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     repoHost:

Ê       topologySpreadConstraints :

Ê       -  maxSkew:  1

Ê         topologyKey:  my-node-label

Ê         whenUnsatisfiable :  ScheduleAnyway

Ê         labelSelector :

Ê           matchLabels:

Ê             ivory-operator.ivorysql.org/pgbackrest :  " "

Ê     repos:

Ê     -  name:  repo1

Ê       volume:

Ê         volumeClaimSpec:

Ê           accessModes:

Ê           -  " ReadWriteOnce"

Ê           resources:

Ê             requests :

121



Ê               storage :  1G

You can then apply those changes in your Kubernetes cluster.

Once your cluster finishes deploying, you can check that your Pods are assigned to the correct Nodes:

kubectl get pods -n  ivory-operator -o  wide --selector =ivory-
operator.ivorysql.org/cluster =hippo

Next Steps

WeÕve now seen how IVYO helps your application stay "always on" with your Ivory database. Now letÕs
explore how IVYO can minimize or eliminate downtime for operations that would normally cause that, such
as resizing your Ivory cluster.

Resize an Ivory Cluster

You did it!Ñ !the application is a success! Traffic is booming, so much so that you need to add more
resources to your Ivory cluster. However, youÕre worried that any resize operation may cause downtime
and create a poor experience for your end users.

This is where IVYO comes in: IVYO will help orchestrate rolling out any potentially disruptive changes to your
cluster to minimize or eliminate downtime for your application. To do so, we will assume that you have
deployed a high availability Ivory cluster as described in the previous section.

LetÕs dive in.

Resize Memory and CPU

Memory and CPU resources are an important component for vertically scaling your Ivory cluster. Coupled
with tweaks to your Ivory configuration file, allocating more memory and CPU to your cluster can help it to
perform better under load.

ItÕs important for instances in the same high availability set to have the same resources. IVYO lets you
adjust CPU and memory within the resources  sections of the ivoryclusters.ivory-operator.ivorysql.org
custom resource. These include:

¥ spec.instances.resources  section, which sets the resource values for the IvorySQL container, as well as
any init containers in the associated pod and containers created by the pgDataVolume and pgWALVolume
data migration jobs.

¥ spec.instances.sidecars.replicaCertCopy.resources  section, which sets the resources for the
replica-cert-copy  sidecar container.

¥ spec.backups.pgbackrest.repoHost.resources  section, which sets the resources for the pgBackRest
repo host container, as well as any init containers in the associated pod and containers created by the
pgBackRestVolume data migration job.

¥ spec.backups.pgbackrest.sidecars.pgbackrest.resources  section, which sets the resources for the
pgbackrest  sidecar container.

¥ spec.backups.pgbackrest.sidecars.pgbackrestConfig.resources  section, which sets the resources for
the pgbackrest-config  sidecar container.

¥ spec.backups.pgbackrest.jobs.resources  section, which sets the resources for any pgBackRest backup
job.

¥ spec.backups.pgbackrest.restore.resources  section, which sets the resources for manual pgBackRest
restore jobs.

¥ spec.dataSource.ivorycluster.resources  section, which sets the resources for pgBackRest restore
jobs created during the cloning process.
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The layout of these resources  sections should be familiar: they follow the same pattern as the standard
Kubernetes structure for setting container resources. Note that these settings also allow for the configuration
of QoS classes.

For example, using the spec.instances.resources  section, letÕs say we want to update our hippo Ivory
cluster so that each instance has a limit of 2.0  CPUs and 4Gi of memory. We can make the following changes
to the manifest:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  hippo

spec:

Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :

Ê   -  name:  instance1

Ê     replicas :  2

Ê     resources:

Ê       limits :

Ê         cpu:  2.0

Ê         memory:  4Gi

Ê     dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :

Ê           storage :  1Gi

Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     repos:

Ê     -  name:  repo1

Ê       volume:

Ê         volumeClaimSpec:

Ê           accessModes:

Ê           -  " ReadWriteOnce"

Ê           resources:

Ê             requests :
Ê               storage :  1Gi

In particular, we added the following to spec.instances :

resources:
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Ê limits :

Ê   cpu:  2.0
Ê   memory:  4Gi

Apply these updates to your Ivory cluster with the following command:

kubectl apply -k  examples/kustomize/ivory

Now, letÕs watch how the rollout happens:

watch "kubectl -n ivory-operator get pods \
Ê --selector=ivory-operator.ivorysql.org/cluster=hippo,ivory

-operator.ivorysql.org/instance \
Ê -o=jsonpath='{range .items[*]}{.metadata.name}{ \"\t\" }{.metadata.labels.ivory-
operator \. ivorysql \. org/role}{ \"\t\" }{.status.phase}{ \"\t\" }{.spec.containers[].resour
ces.limits}{ \"\n\" }{end}'"

Observe how each Pod is terminated one-at-a-time. This is part of a "rolling update". Because updating the
resources of a Pod is a destructive action, IVYO first applies the CPU and memory changes to the replicas.
IVYO ensures that the changes are successfully applied to a replica instance before moving on to the next
replica.

Once all of the changes are applied, IVYO will perform a "controlled switchover": it will promote a replica to
become a primary, and apply the changes to the final Ivory instance.

By rolling out the changes in this way, IVYO ensures there is minimal to zero disruption to your application:
you are able to successfully roll out updates and your users may not even notice!

Resize PVC

Your application is a success! Your data continues to grow, and itÕs becoming apparently that you need
more disk. ThatÕs great: you can resize your PVC directly on your ivoryclusters.ivory-
operator.ivorysql.org  custom resource with minimal to zero downtime.

PVC resizing, also known as volume expansion, is a function of your storage class: it must support volume
resizing. Additionally, PVCs can only be sized up: you cannot shrink the size of a PVC.

You can adjust PVC sizes on all of the managed storage instances in a Ivory instance that are using
Kubernetes storage. These include:

¥ spec.instances.dataVolumeClaimSpec.resources.requests.storage : The Ivory data directory (aka your
database).

¥ spec.backups.pgbackrest.repos.volume.volumeClaimSpec.resources.requests.storage : The
pgBackRest repository when using "volume" storage

The above should be familiar: it follows the same pattern as the standard Kubernetes PVC structure.

For example, letÕs say we want to update our hippo Ivory cluster so that each instance now uses a 10Gi PVC
and our backup repository uses a 20Gi PVC. We can do so with the following markup:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:
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Ê name:  hippo

spec:

Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :

Ê   -  name:  instance1

Ê     replicas :  2

Ê     resources:

Ê       limits :

Ê         cpu:  2.0

Ê         memory:  4Gi

Ê     dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :

Ê           storage :  10Gi

Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     repos:

Ê     -  name:  repo1

Ê       volume:

Ê         volumeClaimSpec:

Ê           accessModes:

Ê           -  " ReadWriteOnce"

Ê           resources:

Ê             requests :
Ê               storage :  20Gi

In particular, we added the following to spec.instances :

dataVolumeClaimSpec:

Ê resources:

Ê   requests :
Ê     storage :  10Gi

and added the following to spec.backups.pgbackrest.repos.volume :

volumeClaimSpec:

Ê accessModes:

Ê -  " ReadWriteOnce"
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Ê resources:

Ê   requests :
Ê     storage :  20Gi

Apply these updates to your Ivory cluster with the following command:

kubectl apply -k  examples/kustomize/ivory

Resize PVCs With StorageClass That Does Not Allow Expansion

Not all Kubernetes Storage Classes allow for volume expansion. However, with IVYO, you can still resize your
Ivory cluster data volumes even if your storage class does not allow it!

LetÕs go back to the previous example:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  hippo

spec:

Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :

Ê   -  name:  instance1

Ê     replicas :  2

Ê     resources:

Ê       limits :

Ê         cpu:  2.0

Ê         memory:  4Gi

Ê     dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :

Ê           storage :  1Gi

Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     repos:

Ê     -  name:  repo1

Ê       volume:

Ê         volumeClaimSpec:

Ê           accessModes:

Ê           -  " ReadWriteOnce"
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Ê           resources:

Ê             requests :
Ê               storage :  20Gi

First, create a new instance that has the larger volume size. Call this instance instance2 . The manifest would
look like this:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  hippo

spec:

Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :

Ê   -  name:  instance1

Ê     replicas :  2

Ê     resources:

Ê       limits :

Ê         cpu:  2.0

Ê         memory:  4Gi

Ê     dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :

Ê           storage :  1Gi

Ê   -  name:  instance2

Ê     replicas :  2

Ê     resources:

Ê       limits :

Ê         cpu:  2.0

Ê         memory:  4Gi

Ê     dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :

Ê           storage :  10Gi

Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     repos:
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Ê     -  name:  repo1

Ê       volume:

Ê         volumeClaimSpec:

Ê           accessModes:

Ê           -  " ReadWriteOnce"

Ê           resources:

Ê             requests :
Ê               storage :  20Gi

Take note of the block that contains instance2 :

-  name:  instance2

Ê replicas :  2

Ê resources:

Ê   limits :

Ê     cpu:  2.0

Ê     memory:  4Gi

Ê dataVolumeClaimSpec:

Ê   accessModes:

Ê   -  " ReadWriteOnce"

Ê   resources:

Ê     requests :
Ê       storage :  10Gi

This creates a second set of two Ivory instances, both of which come up as replicas, that have a larger PVC.

Once this new instance set is available and they are caught to the primary, you can then apply the following
manifest:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  hippo

spec:

Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :

Ê   -  name:  instance2

Ê     replicas :  2

Ê     resources:

Ê       limits :

Ê         cpu:  2.0

Ê         memory:  4Gi
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Ê     dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :

Ê           storage :  10Gi

Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     repos:

Ê     -  name:  repo1

Ê       volume:

Ê         volumeClaimSpec:

Ê           accessModes:

Ê           -  " ReadWriteOnce"

Ê           resources:

Ê             requests :
Ê               storage :  20Gi

This will promote one of the instances with the larger PVC to be the new primary and remove the instances
with the smaller PVCs!

This method can also be used to shrink PVCs to use a smaller amount.

Troubleshooting

Ivory Pod CanÕt Be Scheduled

There are many reasons why a IvorySQL Pod may not be scheduled:

¥ Resources are unavailable. Ensure that you have a Kubernetes Node with enough resources to satisfy
your memory or CPU Request.

¥ PVC cannot be provisioned. Ensure that you request a PVC size that is available, or that your PVC storage
class is set up correctly.

PVCs Do Not Resize

Ensure that your storage class supports PVC resizing. You can check that by inspecting the
allowVolumeExpansion attribute:

kubectl get sc

If the storage class does not support PVC resizing, you can use the technique described above to resize PVCs
using a second instance set.

Next Steps

YouÕve now resized your Ivory cluster, but how can you configure Ivory to take advantage of the new
resources? LetÕs look at how we can customize the Ivory cluster configuration.
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Custom Ivory Configuration

Part of the trick of managing multiple instances in an Ivory cluster is ensuring all of the configuration
changes are propagated to each of them. This is where IVYO helps: when you make an Ivory configuration
change for a cluster, IVYO will apply it to all of the Ivory instances.

For example, in our previous step we added CPU and memory limits of 2.0  and 4Gi respectively. LetÕs
tweak some of the Ivory settings to better use our new resources. We can do this in the
spec.patroni.dynamicConfiguration  section. Here is an example updated manifest that tweaks several
settings:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  hippo

spec:

Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :

Ê   -  name:  instance1

Ê     replicas :  2

Ê     resources:

Ê       limits :

Ê         cpu:  2.0

Ê         memory:  4Gi

Ê     dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :

Ê           storage :  1Gi

Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     repos:

Ê     -  name:  repo1

Ê       volume:

Ê         volumeClaimSpec:

Ê           accessModes:

Ê           -  " ReadWriteOnce"

Ê           resources:

Ê             requests :

Ê               storage :  1Gi

Ê patroni :

Ê   dynamicConfiguration :
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Ê     postgresql :

Ê       parameters:

Ê         max_parallel_workers :  2

Ê         max_worker_processes:  2

Ê         shared_buffers :  1GB
Ê         work_mem:  2MB

In particular, we added the following to spec:

patroni :

Ê dynamicConfiguration :

Ê   postgresql :

Ê     parameters:

Ê       max_parallel_workers :  2

Ê       max_worker_processes:  2

Ê       shared_buffers :  1GB
Ê       work_mem:  2MB

Apply these updates to your Ivory cluster with the following command:

kubectl apply -k  examples/kustomize/ivory

IVYO will go and apply these settings, restarting each Ivory instance when necessary. You can verify that the
changes are present using the Ivory SHOW command, e.g.

SHOW work_mem;

should yield something similar to:

Êwork_mem

----------
Ê2MB

Customize TLS

All connections in IVYO use TLS to encrypt communication between components. IVYO sets up a PKI and
certificate authority (CA) that allow you create verifiable endpoints. However, you may want to bring a
different TLS infrastructure based upon your organizational requirements. The good news: IVYO lets you do
this!

How to Customize TLS

There are a few different TLS endpoints that can be customized for IVYO, including those of the Ivory cluster
and controlling how Ivory instances authenticate with each other. LetÕs look at how we can customize TLS
by defining

¥ a spec.customTLSSecret, used to both identify the cluster and encrypt communications; and
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¥ a spec.customReplicationTLSSecret , used for replication authentication.

To customize the TLS for an Ivory cluster, you will need to create two Secrets in the Namespace of your Ivory
cluster. One of these Secrets will be the customTLSSecret and the other will be the
customReplicationTLSSecret . Both secrets contain a TLS key (tls.key ), TLS certificate (tls.crt ) and CA
certificate (ca.crt ) to use.

" If spec.customTLSSecret is provided you must also provide
spec.customReplicationTLSSecret  and both must contain the same ca.crt .

The custom TLS and custom replication TLS Secrets should contain the following fields (though see below
for a workaround if you cannot control the field names of the SecretÕs data):

data:

Ê ca.crt :  <value>

Ê tls.crt :  <value>
Ê tls.key :  <value>

For example, if you have files named ca.crt , hippo.key , and hippo.crt  stored on your local machine, you
could run the following command to create a Secret from those files:

kubectl create secret generic -n  ivory-operator hippo-cluster.tls \

Ê --from-file =ca.crt =ca.crt \

Ê --from-file =tls.key =hippo.key \
Ê --from-file =tls.crt =hippo.crt

After you create the Secrets, you can specify the custom TLS Secret in your ivorycluster.ivory-
operator.ivorysql.org  custom resource. For example, if you created a hippo-cluster.tls  Secret and a
hippo-replication.tls  Secret, you would add them to your Ivory cluster:

spec:

Ê customTLSSecret:

Ê   name:  hippo-cluster.tls

Ê customReplicationTLSSecret :
Ê   name:  hippo-replication.tls

If youÕre unable to control the key-value pairs in the Secret, you can create a mapping to tell the Ivory
Operator what key holds the expected value. That would look similar to this:

spec:

Ê customTLSSecret:

Ê   name:  hippo.tls

Ê   items:

Ê     -  key:  <tls.crt key in the referenced hippo.tls Secret>

Ê       path:  tls.crt

Ê     -  key:  <tls.key key in the referenced hippo.tls Secret>

Ê       path:  tls.key

132



Ê     -  key:  <ca.crt key in the referenced hippo.tls Secret>
Ê       path:  ca.crt

For instance, if the hippo.tls  Secret had the tls.crt  in a key named hippo-tls.crt , the tls.key  in a key
named hippo-tls.key , and the ca.crt  in a key named hippo-ca.crt , then your mapping would look like:

spec:

Ê customTLSSecret:

Ê   name:  hippo.tls

Ê   items:

Ê     -  key:  hippo-tls.crt

Ê       path:  tls.crt

Ê     -  key:  hippo-tls.key

Ê       path:  tls.key

Ê     -  key:  hippo-ca.crt
Ê       path:  ca.crt

" Although the custom TLS and custom replication TLS Secrets share the same ca.crt , they
do not share the same tls.crt :

¥ Your spec.customTLSSecret TLS certificate should have a Common Name (CN) setting that matches the
primary Service name. This is the name of the cluster suffixed with -primary . For example, for our hippo
cluster this would be hippo-primary .

¥ Your spec.customReplicationTLSSecret  TLS certificate should have a Common Name (CN) setting that
matches _ivoryrepl , which is the preset replication user.

As with the other changes, you can roll out the TLS customizations with kubectl apply .

Labels

There are several ways to add your own custom Kubernetes Labels to your Ivory cluster.

¥ Cluster: You can apply labels to any IVYO managed object in a cluster by editing the
spec.metadata.labels  section of the custom resource.

¥ Ivory: You can apply labels to an Ivory instance set and its objects by editing
spec.instances.metadata.labels .

¥ pgBackRest: You can apply labels to pgBackRest and its objects by editing
ivoryclusters.spec.backups.pgbackrest.metadata.labels .

Annotations

There are several ways to add your own custom Kubernetes Annotations to your Ivory cluster.

¥ Cluster: You can apply annotations to any IVYO managed object in a cluster by editing the
spec.metadata.annotations  section of the custom resource.

¥ Ivory: You can apply annotations to an Ivory instance set and its objects by editing
spec.instances.metadata.annotations .

¥ pgBackRest: You can apply annotations to pgBackRest and its objects by editing
spec.backups.pgbackrest.metadata.annotations .
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Pod Priority Classes

IVYO allows you to use pod priority classes to indicate the relative importance of a pod by setting a
priorityClassName  field on your Ivory cluster. This can be done as follows:

¥ Instances: Priority is defined per instance set and is applied to all Pods in that instance set by editing the
spec.instances.priorityClassName  section of the custom resource.

¥ Dedicated Repo Host: Priority defined under the repoHost section of the spec is applied to the dedicated
repo host by editing the spec.backups.pgbackrest.repoHost.priorityClassName  section of the custom
resource.

¥ Backup (manual and scheduled): Priority is defined under the
spec.backups.pgbackrest.jobs.priorityClassName  section and applies that priority to all pgBackRest
backup Jobs (manual and scheduled).

¥ Restore (data source or in-place): Priority is defined for either a "data source" restore or an in-place
restore by editing the spec.dataSource.ivorycluster.priorityClassName  section of the custom
resource.

¥ Data Migration: The priority defined for the first instance set in the spec (array position 0) is used for the
PGDATA and WAL migration Jobs. The pgBackRest repo migration Job will use the priority class applied
to the repoHost.

Separate WAL PVCs

IvorySQL commits transactions by storing changes in its Write-Ahead Log (WAL). Because the way WAL files
are accessed and utilized often differs from that of data files, and in high-performance situations, it can
desirable to put WAL files on separate storage volume. With IVYO, this can be done by adding the
walVolumeClaimSpec block to your desired instance in your ivorycluster spec, either when your cluster is
created or anytime thereafter:

spec:

Ê instances :

Ê   -  name:  instance

Ê     walVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :
Ê           storage :  1Gi

This volume can be removed later by removing the walVolumeClaimSpec section from the instance. Note that
when changing the WAL directory, care is taken so as not to lose any WAL files. IVYO only deletes the PVC
once there are no longer any WAL files on the previously configured volume.

Database Initialization SQL

IVYO can run SQL for you as part of the cluster creation and initialization process. IVYO runs the SQL using
the psql client so you can use meta-commands to connect to different databases, change error handling, or
set and use variables. Its capabilities are described in the psql documentation .

Initialization SQL ConfigMap

The Ivory cluster spec accepts a reference to a ConfigMap containing your init SQL file. Update your cluster
spec to include the ConfigMap name, spec.databaseInitSQL.name, and the data key,
spec.databaseInitSQL.key , for your SQL file. For example, if you create your ConfigMap with the following
command:
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kubectl -n  ivory-operator create configmap hippo-init-sql --from-file =init.sql
=/path/to/init.sql

You would add the following section to your ivorycluster spec:

spec:

Ê databaseInitSQL:

Ê   key:  init.sql
Ê   name:  hippo-init-sql

" The ConfigMap must exist in the same namespace as your Ivory cluster.

After you add the ConfigMap reference to your spec, apply the change with kubectl apply -k
examples/kustomize/ivory . IVYO will create your hippo cluster and run your initialization SQL once the
cluster has started. You can verify that your SQL has been run by checking the databaseInitSQL status on
your Ivory cluster. While the status is set, your init SQL will not be run again. You can check cluster status with
the kubectl describe  command:

kubectl -n  ivory-operator describe ivoryclusters.ivory-operator.ivorysql.org hippo

#
In some cases, due to how Kubernetes treats ivorycluster status, IVYO may run your SQL
commands more than once. Please ensure that the commands defined in your init SQL
are idempotent.

Now that databaseInitSQL is defined in your cluster status, verify database objects have been created as
expected. After verifying, we recommend removing the spec.databaseInitSQL  field from your spec.
Removing the field from the spec will also remove databaseInitSQL from the cluster status.

PSQL Usage

IVYO uses the psql interactive terminal to execute SQL statements in your database. Statements are passed
in using standard input and the filename flag (e.g. psql -f - ).

SQL statements are executed as superuser in the default maintenance database. This means you have full
control to create database objects, extensions, or run any SQL statements that you might need.

Integration with User and Database Management

If you are creating users or databases, please see the User/Database Management documentation.
Databases created through the user management section of the spec can be referenced in your initialization
sql. For example, if a database zoo is defined:

spec:

Ê users:

Ê   -  name:  hippo

Ê     databases:
Ê      -  " zoo"

You can connect to zoo by adding the following psql  meta-command to your SQL:
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\ c zoo
create  table  t_zoo as select  s,  md5( random():: text )  from generate_Series ( 1, 5)  s;

Transaction support

By default, psql  commits each SQL command as it completes. To combine multiple commands into a single
transaction, use the BEGIN and COMMIT commands.

BEGIN;

create  table  t_random as select  s,  md5( random():: text )  from generate_Series ( 1, 5)  s;
COMMIT;

PSQL Exit Code and Database Init SQL Status

The exit code from psql  will determine when the databaseInitSQL status is set. When psql  returns 0 the
status will be set and SQL will not be run again. When psql  returns with an error exit code the status will not
be set. IVYO will continue attempting to execute the SQL as part of its reconcile loop until psql  returns
normally. If psql  exits with a failure, you will need to edit the file in your ConfigMap to ensure your SQL
statements will lead to a successful psql  return. The easiest way to make live changes to your ConfigMap is
to use the following kubectl edit  command:

kubectl -n  <cluster-namespace> edit configmap hippo-init-sql

Be sure to transfer any changes back over to your local file. Another option is to make changes in your local
file and use kubectl --dry-run  to create a template and pipe the output into kubectl apply :

kubectl create configmap hippo-init-sql --from-file =init.sql =/path/to/init.sql --dry
-run =client -o  yaml | kubectl apply -f  -

!
If you edit your ConfigMap and your changes arenÕt showing up, you may be waiting for
IVYO to reconcile your cluster. After some time, IVYO will automatically reconcile the
cluster or you can trigger reconciliation by applying any change to your cluster (e.g. with
kubectl apply -k examples/kustomize/ivory ).

To ensure that psql  returns a failure exit code when your SQL commands fail, set the ON_ERROR_STOP variable
as part of your SQL file:

\ set  ON_ERROR_STOP

\ echo Any error  will  lead to  exit  code 3
create  table  t_random as select  s,  md5( random():: text )  from generate_Series ( 1, 5)  s;

Troubleshooting

Changes Not Applied

If your Ivory configuration settings are not present, ensure that you are using the syntax that Ivory expects.
You can see this in the Ivory configuration documentation .
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Next Steps

YouÕve now seen how you can further customize your Ivory cluster, but what about managing users and
databases? ThatÕs a great question that is answered in the next section.

User / Database Management

IVYO comes with some out-of-the-box conveniences for managing users and databases in your Ivory cluster.
However, you may have requirements where you need to create additional users, adjust user privileges or
add additional databases to your cluster.

For detailed information for how user and database management works in IVYO, please see the User
Management section of the architecture guide.

Creating a New User

You can create a new user with the following snippet in the ivorycluster  custom resource. LetÕs add this
to our hippo database:

spec:

Ê users:
Ê   -  name:  rhino

You can now apply the changes and see that the new user is created. Note the following:

¥ The user would only be able to connect to the default ivory  database.

¥ The user will not have any connection credentials populated into the hippo-pguser-rhino  Secret.

¥ The user is unprivileged.

LetÕs create a new database named zoo that we will let the rhino  user access:

spec:

Ê users:

Ê   -  name:  rhino

Ê     databases:
Ê       -  zoo

Inspect the hippo-pguser-rhino  Secret. You should now see that the dbname and uri  fields are now
populated!

We can set role privileges by using the standard role attributes  that Ivory provides and adding them to the
spec.users.options . LetÕs say we want the rhino to become a superuser (be careful about doling out Ivory
superuser privileges!). You can add the following to the spec:

spec:

Ê users:

Ê   -  name:  rhino

Ê     databases:

Ê       -  zoo
Ê     options :  " SUPERUSER"
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There you have it: we have created a Ivory user named rhino  with superuser privileges that has access to the
rhino  database (though a superuser has access to all databases!).

Adjusting Privileges

LetÕs say you want to revoke the superuser privilege from rhino . You can do so with the following:

spec:

Ê users:

Ê   -  name:  rhino

Ê     databases:

Ê       -  zoo
Ê     options :  " NOSUPERUSER"

If you want to add multiple privileges, you can add each privilege with a space between them in options ,
e.g.:

spec:

Ê users:

Ê   -  name:  rhino

Ê     databases:

Ê       -  zoo
Ê     options :  " CREATEDB CREATEROLE"

Managing the ivory  User

By default, IVYO does not give you access to the ivory  user. However, you can get access to this account by
doing the following:

spec:

Ê users:
Ê   -  name:  ivory

This will create a Secret of the pattern <clusterName>-pguser-ivory  that contains the credentials of the
ivory  account. For our hippo cluster, this would be hippo-pguser-ivory .

Deleting a User

IVYO does not delete users automatically: after you remove the user from the spec, it will still exist in your
cluster. To remove a user and all of its objects, as a superuser you will need to run DROP OWNED in each
database the user has objects in, and DROP ROLE in your Ivory cluster.

For example, with the above rhino  user, you would run the following:

DROP OWNED BY rhino ;
DROP ROLE rhino ;

Note that you may need to run DROP OWNED BY rhino CASCADE; based upon your object ownership
structure!Ñ !be very careful with this command!
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Deleting a Database

IVYO does not delete databases automatically: after you remove all instances of the database from the spec,
it will still exist in your cluster. To completely remove the database, you must run the DROP DATABASE
command as a Ivory superuser.

For example, to remove the zoo database, you would execute the following:

DROP DATABASE zoo;

Next Steps

LetÕs look at how IVYO handles disaster recovery!

Disaster Recovery and Cloning

Perhaps someone accidentally dropped the users table. Perhaps you want to clone your production
database to a step-down environment. Perhaps you want to exercise your disaster recovery system (and it is
important that you do!).

Regardless of scenario, itÕs important to know how you can perform a "restore" operation with IVYO to be
able to recovery your data from a particular point in time, or clone a database for other purposes.

LetÕs look at how we can perform different types of restore operations. First, letÕs understand the core
restore properties on the custom resource.

Restore Properties

"

IVYO offers the ability to restore from an existing ivorycluster or a remote cloud-based data
source, such as S3, GCS, etc. For more on that, see the Clone From Backups Stored in S3 /
GCS / Azure Blob Storage section.

Note that you cannot  use both a local ivorycluster data source and a remote cloud-based
data source at one time; if both the dataSource.ivorycluster  and
dataSource.pgbackrest  fields are filled in, the local ivorycluster data source will take
precedence.

There are several attributes on the custom resource that are important to understand as part of the restore
process. All of these attributes are grouped together in the spec.dataSource.ivorycluster section of the
custom resource.

Please review the table below to understand how each of these attributes work in the context of setting up a
restore operation.

¥ spec.dataSource.ivorycluster.clusterName : The name of the cluster that you are restoring from. This
corresponds to the metadata.name attribute on a different ivorycluster  custom resource.

¥ spec.dataSource.ivorycluster.clusterNamespace : The namespace of the cluster that you are restoring
from. Used when the cluster exists in a different namespace.

¥ spec.dataSource.ivorycluster.repoName : The name of the pgBackRest repository from the
spec.dataSource.ivorycluster.clusterName  to use for the restore. Can be one of repo1, repo2, repo3,
or repo4. The repository must exist in the other cluster.

¥ spec.dataSource.ivorycluster.options : Any additional pgBackRest restore options or general options
that IVYO allows. For example, you may want to set --process-max  to help improve performance on
larger databases; but you will not be able to set`--target-action`, since that option is currently
disallowed. (IVYO always sets it to promote if a --target  is present, and otherwise leaves it blank.)

¥ spec.dataSource.ivorycluster.resources : Setting resource limits and requests of the restore job can
ensure that it runs efficiently.
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¥ spec.dataSource.ivorycluster.affinity : Custom Kubernetes affinity rules constrain the restore job so
that it only runs on certain nodes.

¥ spec.dataSource.ivorycluster.tolerations : Custom Kubernetes tolerations allow the restore job to
run on tainted  nodes.

LetÕs walk through some examples for how we can clone and restore our databases.

Clone a Ivory Cluster

LetÕs create a clone of our hippo cluster that we created previously. We know that our cluster is named
hippo (based on its metadata.name) and that we only have a single backup repository called repo1.

LetÕs call our new cluster elephant . We can create a clone of the hippo cluster using a manifest like this:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  elephant

spec:

Ê dataSource:

Ê   ivoryCluster :

Ê     clusterName:  hippo

Ê     repoName:  repo1

Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :

Ê   -  dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :

Ê           storage :  1Gi

Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     repos:

Ê     -  name:  repo1

Ê       volume:

Ê         volumeClaimSpec:

Ê           accessModes:

Ê           -  " ReadWriteOnce"

Ê           resources:

Ê             requests :
Ê               storage :  1Gi

Note this section of the spec:
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spec:

Ê dataSource:

Ê   ivoryCluster :

Ê     clusterName:  hippo
Ê     repoName:  repo1

This is the part that tells IVYO to create the elephant  cluster as an independent copy of the hippo cluster.

The above is all you need to do to clone a Ivory cluster! IVYO will work on creating a copy of your data on a
new persistent volume claim (PVC) and work on initializing your cluster to spec. Easy!

Perform a Point-in-time-Recovery (PITR)

Did someone drop the user table? You may want to perform a point-in-time-recovery (PITR) to revert your
database back to a state before a change occurred. Fortunately, IVYO can help you do that.

You can set up a PITR using the restore command of pgBackRest, the backup management tool that powers
the disaster recovery capabilities of IVYO. You will need to set a few options on
spec.dataSource.ivorycluster.options  to perform a PITR. These options include:

¥ --type=time : This tells pgBackRest to perform a PITR.

¥ --target : Where to perform the PITR to. An example recovery target is 2021-06-09 14:15:11-04 . The
timezone specified here as -04 for EDT. Please see the pgBackRest documentation for other timezone
options .

¥ --set  (optional): Choose which backup to start the PITR from.

A few quick notes before we begin:

¥ To perform a PITR, you must have a backup that finished before your PITR time. In other words, you
canÕt perform a PITR back to a time where you do not have a backup!

¥ All relevant WAL files must be successfully pushed for the restore to complete correctly.

¥ Be sure to select the correct repository name containing the desired backup!

With that in mind, letÕs use the elephant  example above. LetÕs say we want to perform a point-in-time-
recovery (PITR) to 2021-06-09 14:15:11-04 , we can use the following manifest:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  elephant

spec:

Ê dataSource:

Ê   ivoryCluster :

Ê     clusterName:  hippo

Ê     repoName:  repo1

Ê     options :

Ê     -  --type=time

Ê     -  --target="2021-06-09 14:15:11-04"

Ê image:  {{ < param imageIvorySQL >}}

141

https://pgbackrest.org/command.html#command-restore
https://www.pgbackrest.org
https://pgbackrest.org/user-guide.html#pitr
https://pgbackrest.org/user-guide.html#pitr


Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :

Ê   -  dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :

Ê           storage :  1Gi

Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     repos:

Ê     -  name:  repo1

Ê       volume:

Ê         volumeClaimSpec:

Ê           accessModes:

Ê           -  " ReadWriteOnce"

Ê           resources:

Ê             requests :
Ê               storage :  1Gi

The section to pay attention to is this:

spec:

Ê dataSource:

Ê   ivoryCluster :

Ê     clusterName:  hippo

Ê     repoName:  repo1

Ê     options :

Ê     -  --type=time
Ê     -  --target="2021-06-09 14:15:11-04"

Notice how we put in the options to specify where to make the PITR.

Using the above manifest, IVYO will go ahead and create a new Ivory cluster that recovers its data up until
2021-06-09 14:15:11-04 . At that point, the cluster is promoted and you can start accessing your database
from that specific point in time!

Perform an In-Place Point-in-time-Recovery (PITR)

Similar to the PITR restore described above, you may want to perform a similar reversion back to a state
before a change occurred, but without creating another IvorySQL cluster. Fortunately, IVYO can help you do
this as well.

You can set up a PITR using the restore command of pgBackRest, the backup management tool that powers
the disaster recovery capabilities of IVYO. You will need to set a few options on
spec.backups.pgbackrest.restore.options  to perform a PITR. These options include:
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¥ --type=time : This tells pgBackRest to perform a PITR.

¥ --target : Where to perform the PITR to. An example recovery target is 2021-06-09 14:15:11-04 .

¥ --set  (optional): Choose which backup to start the PITR from.

A few quick notes before we begin:

¥ To perform a PITR, you must have a backup that finished before your PITR time. In other words, you
canÕt perform a PITR back to a time where you do not have a backup!

¥ All relevant WAL files must be successfully pushed for the restore to complete correctly.

¥ Be sure to select the correct repository name containing the desired backup!

To perform an in-place restore, users will first fill out the restore section of the spec as follows:

spec:

Ê backups:

Ê   pgbackrest :

Ê     restore :

Ê       enabled:  true

Ê       repoName:  repo1

Ê       options :

Ê       -  --type=time
Ê       -  --target="2021-06-09 14:15:11-04"

And to trigger the restore, you will then annotate the ivorycluster as follows:

kubectl annotate -n  ivory-operator ivorycluster hippo --overwrite  \
Ê ivory-operator.ivorysql.org/pgbackrest-restore =id1

And once the restore is complete, in-place restores can be disabled:

spec:

Ê backups:

Ê   pgbackrest :

Ê     restore :
Ê       enabled:  false

Notice how we put in the options to specify where to make the PITR.

Using the above manifest, IVYO will go ahead and re-create your Ivory cluster to recover its data up until
2021-06-09 14:15:11-04 . At that point, the cluster is promoted and you can start accessing your database
from that specific point in time!

Restore Individual Databases

You might need to restore specific databases from a cluster backup, for performance reasons or to move
selected databases to a machine that does not have enough space to restore the entire cluster backup.

# pgBackRest supports this case, but it is important to make sure this is what you want.
Restoring in this manner will restore the requested database from backup and make it
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accessible, but all of the other databases in the backup will NOT be accessible after
restore.

For example, if your backup includes databases test1 , test2 , and test3 , and you request
that test2  be restored, the test1  and test3  databases will NOT be accessible after restore
is completed. Please review the pgBackRest documentation on the limitations on
restoring individual databases.

You can restore individual databases from a backup using a spec similar to the following:

spec:

Ê backups:

Ê   pgbackrest :

Ê     restore :

Ê       enabled:  true

Ê       repoName:  repo1

Ê       options :
Ê       -  --db-include=hippo

where --db-include=hippo  would restore only the contents of the hippo database.

Standby Cluster

Advanced high-availability and disaster recovery strategies involve spreading your database clusters across
data centers to help maximize uptime. IVYO provides ways to deploy ivoryclusters that can span multiple
Kubernetes clusters using an external storage system or IvorySQL streaming replication. The disaster
recovery architecture documentation provides a high-level overview of standby clusters with IVYO can be
found in the disaster recovery architecture documentation.

Creating a standby Cluster

This tutorial section will describe how to create three different types of standby clusters, one using an
external storage system, one that is streaming data directly from the primary, and one that takes advantage
of both external storage and streaming. These example clusters can be created in the same Kubernetes
cluster, using a single IVYO instance, or spread across different Kubernetes clusters and IVYO instances with
the correct storage and networking configurations.

Repo-based Standby

A repo-based standby will recover from WAL files a pgBackRest repo stored in external storage. The primary
cluster should be created with a cloud-based backup configuration . The following manifest defines a
ivorycluster with standby.enabled  set to true and repoName configured to point to the s3 repo configured in
the primary:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  hippo-standby

spec:

Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :
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Ê   -  dataVolumeClaimSpec:  {  accessModes:  [ ReadWriteOnce],  resources:  {  requests :  {

storage :  1Gi }  }  }

Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     repos:

Ê     -  name:  repo1

Ê       s3:

Ê         bucket:  " my-bucket"

Ê         endpoint :  " s3.ca-central-1.amazonaws.com"

Ê         region :  " ca-central-1"

Ê standby:

Ê   enabled:  true
Ê   repoName:  repo1

Streaming Standby

A streaming standby relies on an authenticated connection to the primary over the network. The primary
cluster should be accessible via the network and allow TLS authentication (TLS is enabled by default). In the
following manifest, we have standby.enabled  set to true  and have provided both the host  and port  that
point to the primary cluster. We have also defined customTLSSecret and customReplicationTLSSecret  to
provide certs that allow the standby to authenticate to the primary. For this type of standby, you must use
custom TLS:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  hippo-standby

spec:

Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :
Ê   -  dataVolumeClaimSpec:  {  accessModes:  [ ReadWriteOnce],  resources:  {  requests :  {

storage :  1Gi }  }  }

Ê backups:

Ê   pgbackrest :

Ê     repos:

Ê     -  name:  repo1

Ê       volume:
Ê         volumeClaimSpec:  {  accessModes:  [ ReadWriteOnce],  resources:  {  requests :  {

storage :  1Gi }  }  }

Ê customTLSSecret:

Ê   name:  cluster-cert

Ê customReplicationTLSSecret :

Ê   name:  replication-cert
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Ê standby:

Ê   enabled:  true

Ê   host :  " 192.0.2.2"
Ê   port :  5432

Streaming Standby with an External Repo

Another option is to create a standby cluster using an external pgBackRest repo that streams from the
primary. With this setup, the standby cluster will continue recovering from the pgBackRest repo if streaming
replication falls behind. In this manifest, we have enabled the settings from both previous examples:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  hippo-standby

spec:

Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :
Ê   -  dataVolumeClaimSpec:  {  accessModes:  [ ReadWriteOnce],  resources:  {  requests :  {

storage :  1Gi }  }  }

Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     repos:

Ê     -  name:  repo1

Ê       s3:

Ê         bucket:  " my-bucket"

Ê         endpoint :  " s3.ca-central-1.amazonaws.com"

Ê         region :  " ca-central-1"

Ê customTLSSecret:

Ê   name:  cluster-cert

Ê customReplicationTLSSecret :

Ê   name:  replication-cert

Ê standby:

Ê   enabled:  true

Ê   repoName:  repo1

Ê   host :  " 192.0.2.2"
Ê   port :  5432

Promoting a Standby Cluster

At some point, you will want to promote the standby to start accepting both reads and writes. This has the
net effect of pushing WAL (transaction archives) to the pgBackRest repository, so we need to ensure we
donÕt accidentally create a split-brain scenario. Split-brain can happen if two primary instances attempt to
write to the same repository. If the primary cluster is still active, make sure you shutdown  the primary before
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trying to promote the standby cluster.

Once the primary is inactive, we can promote the standby cluster by removing or disabling its spec.standby
section:

spec:

Ê standby:
Ê   enabled:  false

This change triggers the promotion of the standby leader to a primary IvorySQL instance and the cluster
begins accepting writes.

Clone From Backups Stored in S3 / GCS / Azure Blob Storage

You can clone a Ivory cluster from backups that are stored in AWS S3 (or a storage system that uses the S3
protocol), GCS, or Azure Blob Storage without needing an active Ivory cluster! The method to do so is similar
to how you clone from an existing ivorycluster. This is useful if you want to have a data set for people to use
but keep it compressed on cheaper storage.

For the purposes of this example, letÕs say that you created a Ivory cluster named hippo that has its
backups stored in S3 that looks similar to this:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  hippo

spec:

Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê instances :

Ê   -  dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :

Ê           storage :  1Gi

Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     configuration :

Ê     -  secret :

Ê         name:  ivyo-s3-creds

Ê     global :

Ê       repo1-path :  /pgbackrest/ivory-operator/hippo/repo1

Ê     manual:

Ê       repoName:  repo1

Ê       options :
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Ê        -  --type=full

Ê     repos:

Ê     -  name:  repo1

Ê       s3:

Ê         bucket:  " my-bucket"

Ê         endpoint :  " s3.ca-central-1.amazonaws.com"
Ê         region :  " ca-central-1"

Ensure that the credentials in ivyo-s3-creds  match your S3 credentials. For more details on deploying a
Ivory cluster using S3 for backups, please see the Backups section of the tutorial.

For optimal performance when creating a new cluster from an active cluster, ensure that you take a recent
full backup of the previous cluster. The above manifest is set up to take a full backup. Assuming hippo is
created in the ivory-operator  namespace, you can trigger a full backup with the following command:

kubectl annotate -n  ivory-operator ivorycluster hippo --overwrite  \
Ê ivory-operator.ivorysql.org/pgbackrest-backup =" $(  date '+%F_%H:%M:%S' ) "

Wait for the backup to complete. Once this is done, you can delete the Ivory cluster.

Now, letÕs clone the data from the hippo backup into a new cluster called elephant . You can use a manifest
similar to this:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  elephant

spec:

Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê dataSource:

Ê   pgbackrest :

Ê     stanza:  db

Ê     configuration :

Ê     -  secret :

Ê         name:  ivyo-s3-creds

Ê     global :

Ê       repo1-path :  /pgbackrest/ivory-operator/hippo/repo1

Ê     repo:

Ê       name:  repo1

Ê       s3:

Ê         bucket:  " my-bucket"

Ê         endpoint :  " s3.ca-central-1.amazonaws.com"

Ê         region :  " ca-central-1"

Ê instances :
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Ê   -  dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :

Ê           storage :  1Gi

Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     configuration :

Ê     -  secret :

Ê         name:  ivyo-s3-creds

Ê     global :

Ê       repo1-path :  /pgbackrest/ivory-operator/elephant/repo1

Ê     repos:

Ê     -  name:  repo1

Ê       s3:

Ê         bucket:  " my-bucket"

Ê         endpoint :  " s3.ca-central-1.amazonaws.com"
Ê         region :  " ca-central-1"

There are a few things to note in this manifest. First, note that the spec.dataSource.pgbackrest  object in our
new ivorycluster is very similar but slightly different from the old ivoryclusterÕs spec.backups.pgbackrest
object. The key differences are:

1. No image is necessary when restoring from a cloud-based data source

2. stanza is a required field when restoring from a cloud-based data source

3. backups.pgbackrest  has a repos field, which is an array

4. dataSource.pgbackrest  has a repo field, which is a single object

Note also the similarities:

1. We are reusing the secret for both (because the new restore pod needs to have the same credentials as
the original backup pod)

2. The repo object is the same

3. The global  object is the same

This is because the new restore pod for the elephant  ivorycluster will need to reuse the configuration and
credentials that were originally used in setting up the hippo ivorycluster.

In this example, we are creating a new cluster which is also backing up to the same S3 bucket; only the
spec.backups.pgbackrest.global  field has changed to point to a different path. This will ensure that the
new elephant  cluster will be pre-populated with the data from `hippoÕs backups, but will backup to its
own folders, ensuring that the original backup repository is appropriately preserved.

Deploy this manifest to create the elephant  Ivory cluster. Observe that it comes up and running:

kubectl -n  ivory-operator describe ivorycluster elephant
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When it is ready, you will see that the number of expected instances matches the number of ready instances,
e.g.:

Instances:

Ê Name:               00

Ê Ready Replicas:     1

Ê Replicas:           1
Ê Updated Replicas:   1

The previous example shows how to use an existing S3 repository to pre-populate a ivorycluster while using
a new S3 repository for backing up. But ivoryclusters that use cloud-based data sources can also use local
repositories.

For example, assuming a ivorycluster called rhino  that was meant to pre-populate from the original hippo
ivorycluster, the manifest would look like this:

apiVersion :  ivory-operator.ivorysql.org/v1beta1

kind :  IvoryCluster

metadata:

Ê name:  rhino

spec:

Ê image:  {{ < param imageIvorySQL >}}

Ê postgresVersion :  {{ < param postgresVersion > }}

Ê dataSource:

Ê   pgbackrest :

Ê     stanza:  db

Ê     configuration :

Ê     -  secret :

Ê         name:  ivyo-s3-creds

Ê     global :

Ê       repo1-path :  /pgbackrest/ivory-operator/hippo/repo1

Ê     repo:

Ê       name:  repo1

Ê       s3:

Ê         bucket:  " my-bucket"

Ê         endpoint :  " s3.ca-central-1.amazonaws.com"

Ê         region :  " ca-central-1"

Ê instances :

Ê   -  dataVolumeClaimSpec:

Ê       accessModes:

Ê       -  " ReadWriteOnce"

Ê       resources:

Ê         requests :

Ê           storage :  1Gi
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Ê backups:

Ê   pgbackrest :

Ê     image:  {{ < param imagePGBackrest >}}

Ê     repos:

Ê     -  name:  repo1

Ê       volume:

Ê         volumeClaimSpec:

Ê           accessModes:

Ê           -  " ReadWriteOnce"

Ê           resources:

Ê             requests :
Ê               storage :  1Gi

Next Steps

Now weÕve seen how to clone a cluster and perform a point-in-time-recovery, letÕs see how we can
monitor  our Ivory cluster to detect and prevent issues from occurring.

Monitoring

While having high availability and disaster recovery systems in place helps in the event of something going
wrong with your IvorySQL cluster, monitoring helps you anticipate problems before they happen.
Additionally, monitoring can help you diagnose and resolve issues that may cause degraded performance
rather than downtime.

LetÕs look at how IVYO allows you to enable monitoring in your cluster.

Adding the Exporter Sidecar

LetÕs look at how we can add the IvorySQL Exporter sidecar to your cluster using the kustomize/ivory
example in the Postgres Operator examples repository.

Monitoring tools are added using the spec.monitoring  section of the custom resource. Currently, the only
monitoring tool supported is the IvorySQL Exporter configured with pgMonitor .

In the kustomize/ivory/ivory.yaml  file, add the following YAML to the spec:

monitoring :

Ê pgmonitor:

Ê   exporter :
Ê     image:  {{ < param imagePostgresExporter > }}

Save your changes and run:

kubectl apply -k  kustomize/ivory

IVYO will detect the change and add the Exporter sidecar to all Ivory Pods that exist in your cluster. IVYO will
also do the work to allow the Exporter to connect to the database and gather metrics that can be accessed
using the IVYO Monitoring stack.
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Configuring TLS Encryption for the Exporter

IVYO allows you to configure the exporter sidecar to use TLS encryption. If you provide a custom TLS Secret
via the exporter spec:

Ê monitoring :

Ê   pgmonitor:

Ê     exporter :

Ê       customTLSSecret:
Ê         name:  hippo.tls

Like other custom TLS Secrets that can be configured with IVYO, the Secret will need to be created in the
same Namespace as your PostgresCluster. It should also contain the TLS key (tls.key ) and TLS certificate
(tls.crt ) needed to enable encryption.

data:

Ê tls.crt :  <value>
Ê tls.key :  <value>

After you configure TLS for the exporter, you will need to update your Prometheus deployment to use TLS,
and your connection to the exporter will be encrypted. Check out the Prometheus documentation for more
information on configuring TLS for Prometheus.

Accessing the Metrics

Once the IvorySQL Exporter has been enabled in your cluster, follow the steps outlined in IVYO Monitoring to
install the monitoring stack. This will allow you to deploy a pgMonitor  configuration of Prometheus, Grafana,
and Alertmanager monitoring tools in Kubernetes. These tools will be set up by default to connect to the
Exporter containers on your Ivory Pods.

Configurate Monitoring

While the default Kustomize install should work in most Kubernetes environments, it may be necessary to
further customize the project according to your specific needs.

For instance, by default fsGroup is set to 26 for the securityContext  defined for the various Deployments
comprising the IVYO Monitoring stack:

securityContext :
Ê fsGroup:  26

In most Kubernetes environments this setting is needed to ensure processes within the container have the
permissions needed to write to any volumes mounted to each of the Pods comprising the IVYO Monitoring
stack. However, when installing in an OpenShift environment (and more specifically when using the
restricted  Security Context Constraint), the fsGroup setting should be removed since OpenShift will
automatically handle setting the proper fsGroup within the PodÕs securityContext .

Additionally, within this same section it may also be necessary to modify the supplmentalGroups setting
according to your specific storage configuration:

securityContext :
Ê supplementalGroups :  65534
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Therefore, the following files (located under kustomize/monitoring ) should be modified and/or patched
(e.g. using additional overlays) as needed to ensure the securityContext  is properly defined for your
Kubernetes environment:

¥ deploy-alertmanager.yaml

¥ deploy-grafana.yaml

¥ deploy-prometheus.yaml

And to modify the configuration for the various storage resources (i.e. PersistentVolumeClaims) created by
the IVYO Monitoring installer, the kustomize/monitoring/pvcs.yaml  file can also be modified.

Additionally, it is also possible to further customize the configuration for the various components comprising
the IVYO Monitoring stack (Grafana, Prometheus and/or AlertManager) by modifying the following
configuration resources:

¥ alertmanager-config.yaml

¥ alertmanager-rules-config.yaml

¥ grafana-datasources.yaml

¥ prometheus-config.yaml

Finally, please note that the default username and password for Grafana can be updated by modifying the
Grafana Secret in file kustomize/monitoring/grafana-secret.yaml .

Install

Once the Kustomize project has been modified according to your specific needs, IVYO Monitoring can then
be installed using kubectl  and Kustomize:

kubectl apply -k  kustomize/monitoring

Uninstall

And similarly, once IVYO Monitoring has been installed, it can uninstalled using kubectl  and Kustomize:

kubectl delete -k  kustomize/monitoring

Next Steps

Now that we can monitor our cluster, letÕs explore how connection pooling  can be enabled using IVYO and
how it is helpful.

Connection Pooling

Connection pooling can be helpful for scaling and maintaining overall availability between your application
and the database. IVYO helps facilitate this by supporting the PgBouncer connection pooler and state
manager.

LetÕs look at how we can a connection pooler and connect it to our application!

Adding a Connection Pooler

LetÕs look at how we can add a connection pooler using the kustomize/keycloak  example in the Ivory
Operator repository examples folder.

Connection poolers are added using the spec.proxy  section of the custom resource. Currently, the only
connection pooler supported is PgBouncer.
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The only required attribute for adding a PgBouncer connection pooler is to set the
spec.proxy.pgBouncer.image attribute. In the kustomize/keycloak/ivory.yaml  file, add the following YAML
to the spec:

proxy:

Ê pgBouncer:
Ê   image:  {{ < param imageIvoryPGBouncer >}}

(You can also find an example of this in the kustomize/examples/high-availability  example).

Save your changes and run:

kubectl apply -k  kustomize/keycloak

IVYO will detect the change and create a new PgBouncer Deployment!

That was fairly easy to set up, so now letÕs look at how we can connect our application to the connection
pooler.

Connecting to a Connection Pooler

When a connection pooler is deployed to the cluster, IVYO adds additional information to the user Secrets to
allow for applications to connect directly to the connection pooler. Recall that in this example, our user
Secret is called keycloakdb-pguser-keycloakdb . Describe the user Secret:

kubectl -n  ivory-operator describe secrets keycloakdb-pguser-keycloakdb

You should see that there are several new attributes included in this Secret that allow for you to connect to
your Ivory instance via the connection pooler:

¥ pgbouncer-host: The name of the host of the PgBouncer connection pooler. This references the Service
of the PgBouncer connection pooler.

¥ pgbouncer-port : The port that the PgBouncer connection pooler is listening on.

¥ pgbouncer-uri : A PostgreSQL connection URI that provides all the information for logging into the Ivory
database via the PgBouncer connection pooler.

¥ pgbouncer-jdbc-uri : A PostgreSQL JDBC connection URI that provides all the information for logging
into the Ivory database via the PgBouncer connection pooler using the JDBC driver. Note that by default,
the connection string disable JDBC managing prepared transactions for optimal use with PgBouncer.

Open up the file in kustomize/keycloak/keycloak.yaml . Update the DB_ADDR and DB_PORT values to be the
following:

-  name:  DB_ADDR
Ê valueFrom:  {  secretKeyRef:  {  name:  keycloakdb-pguser-keycloakdb ,  key:  pgbouncer-host

}  }

-  name:  DB_PORT
Ê valueFrom:  {  secretKeyRef:  {  name:  keycloakdb-pguser-keycloakdb ,  key:  pgbouncer-port
}  }

This changes KeycloakÕs configuration so that it will now connect through the connection pooler.
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Apply the changes:

kubectl apply -k  kustomize/keycloak

Kubernetes will detect the changes and begin to deploy a new Keycloak Pod. When it is completed, Keycloak
will now be connected to Ivory via the PgBouncer connection pooler!

TLS

IVYO deploys every cluster and component over TLS. This includes the PgBouncer connection pooler. If you
are using your own custom TLS setup, you will need to provide a Secret reference for a TLS key / certificate
pair for PgBouncer in spec.proxy.pgBouncer.customTLSSecret.

Your TLS certificate for PgBouncer should have a Common Name (CN) setting that matches the PgBouncer
Service name. This is the name of the cluster suffixed with -pgbouncer. For example, for our hippo cluster this
would be hippo-pgbouncer. For the keycloakdb example, it would be keycloakdb-pgbouncer.

To customize the TLS for PgBouncer, you will need to create a Secret in the Namespace of your Ivory cluster
that contains the TLS key (tls.key ), TLS certificate (tls.crt ) and the CA certificate (ca.crt ) to use. The
Secret should contain the following values:

data:

Ê ca.crt :  <value>

Ê tls.crt :  <value>
Ê tls.key :  <value>

For example, if you have files named ca.crt , keycloakdb-pgbouncer.key , and keycloakdb-pgbouncer.crt
stored on your local machine, you could run the following command:

kubectl create secret generic -n  ivory-operator keycloakdb-pgbouncer.tls \

Ê --from-file =ca.crt =ca.crt \

Ê --from-file =tls.key =keycloakdb-pgbouncer.key \
Ê --from-file =tls.crt =keycloakdb-pgbouncer.crt

You can specify the custom TLS Secret in the spec.proxy.pgBouncer.customTLSSecret.name field in your
ivorycluster.ivory-operator.ivorysql.org  custom resource, e.g.:

spec:

Ê proxy:

Ê   pgBouncer:

Ê     customTLSSecret:
Ê       name:  keycloakdb-pgbouncer.tls

Customizing

The PgBouncer connection pooler is highly customizable, both from a configuration and Kubernetes
deployment standpoint. LetÕs explore some of the customizations that you can do!
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Configuration

PgBouncer configuration can be customized through spec.proxy.pgBouncer.config . After making
configuration changes, IVYO will roll them out to any PgBouncer instance and automatically issue a "reload".

There are several ways you can customize the configuration:

¥ spec.proxy.pgBouncer.config.global : Accepts key-value pairs that apply changes globally to
PgBouncer.

¥ spec.proxy.pgBouncer.config.databases : Accepts key-value pairs that represent PgBouncer database
definitions .

¥ spec.proxy.pgBouncer.config.users : Accepts key-value pairs that represent connection settings
applied to specific users.

¥ spec.proxy.pgBouncer.config.files : Accepts a list of files that are mounted in the /etc/pgbouncer
directory and loaded before any other options are considered using PgBouncerÕs include directive.

For example, to set the connection pool mode to transaction , you would set the following configuration:

spec:

Ê proxy:

Ê   pgBouncer:

Ê     config :

Ê       global :
Ê         pool_mode:  transaction

For a reference on PgBouncer configuration please see:

https://www.pgbouncer.org/ config.html

Replicas

IVYO deploys one PgBouncer instance by default. You may want to run multiple PgBouncer instances to
have some level of redundancy, though you still want to be mindful of how many connections are going to
your Ivory database!

You can manage the number of PgBouncer instances that are deployed through the
spec.proxy.pgBouncer.replicas  attribute.

Resources

You can manage the CPU and memory resources given to a PgBouncer instance through the
spec.proxy.pgBouncer.resources  attribute. The layout of spec.proxy.pgBouncer.resources  should be
familiar: it follows the same pattern as the standard Kubernetes structure for setting container resources.

For example, letÕs say we want to set some CPU and memory limits on our PgBouncer instances. We could
add the following configuration:

spec:

Ê proxy:

Ê   pgBouncer:

Ê     resources:

Ê       limits :

Ê         cpu:  200m
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Ê         memory:  128Mi

As IVYO deploys the PgBouncer instances using a Deployment these changes are rolled out using a rolling
update to minimize disruption between your application and Ivory instances!

Annotations / Labels

You can apply custom annotations and labels to your PgBouncer instances through the
spec.proxy.pgBouncer.metadata.annotations  and spec.proxy.pgBouncer.metadata.labels  attributes
respectively. Note that any changes to either of these two attributes take precedence over any other custom
labels you have added.

Pod Anti-Affinity / Pod Affinity / Node Affinity

You can control the pod anti-affinity, pod affinity, and node affinity  through the
spec.proxy.pgBouncer.affinity  attribute, specifically:

¥ spec.proxy.pgBouncer.affinity.nodeAffinity : controls node affinity for the PgBouncer instances.

¥ spec.proxy.pgBouncer.affinity.podAffinity : controls Pod affinity for the PgBouncer instances.

¥ spec.proxy.pgBouncer.affinity.podAntiAffinity : controls Pod anti-affinity for the PgBouncer
instances.

Each of the above follows the standard Kubernetes specification for setting affinity.

For example, to set a preferred Pod anti-affinity rule for the kustomize/keycloak  example, you would want to
add the following to your configuration:

spec:

Ê proxy:

Ê   pgBouncer:

Ê     affinity :

Ê       podAntiAffinity :

Ê         preferredDuringSchedulingIgnoredDuringExecution :

Ê         -  weight :  1

Ê           podAffinityTerm :

Ê             labelSelector :

Ê               matchLabels:

Ê                 ivory-operator.ivorysql.org/cluster :  keycloakdb

Ê                 ivory-operator.ivorysql.org/role :  pgbouncer
Ê             topologyKey:  kubernetes.io/hostname

Tolerations

You can deploy PgBouncer instances to Nodes with Taints by setting Tolerations through
spec.proxy.pgBouncer.tolerations . This attribute follows the Kubernetes standard tolerations layout.

For example, if there were a set of Nodes with a Taint of role=connection-poolers:NoSchedule  that you
want to schedule your PgBouncer instances to, you could apply the following configuration:

spec:

Ê proxy:
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Ê   pgBouncer:

Ê     tolerations :

Ê     -  effect :  NoSchedule

Ê       key:  role

Ê       operator :  Equal
Ê       value:  connection-poolers

Note that setting a toleration does not necessarily mean that the PgBouncer instances will be assigned to
Nodes with those taints. Tolerations act as a key: they allow for you to access Nodes. If you want to ensure
that your PgBouncer instances are deployed to specific nodes, you need to combine setting tolerations with
node affinity.

Pod Spread Constraints

Besides using affinity, anti-affinity and tolerations, you can also set Topology Spread Constraints through
spec.proxy.pgBouncer.topologySpreadConstraints . This attribute follows the Kubernetes standard
topology spread contraint layout.

For example, since each of of our pgBouncer Pods will have the standard ivory-
operator.ivorysql.org/role: pgbouncer  Label set, we can use this Label when determining the maxSkew. In
the example below, since we have 3 nodes with a maxSkew of 1 and weÕve set whenUnsatisfiable  to
ScheduleAnyway, we should ideally see 1 Pod on each of the nodes, but our Pods can be distributed less
evenly if other constraints keep this from happening.

Ê proxy:

Ê   pgBouncer:

Ê     replicas :  3

Ê     topologySpreadConstraints :

Ê       -  maxSkew:  1

Ê         topologyKey:  my-node-label

Ê         whenUnsatisfiable :  ScheduleAnyway

Ê         labelSelector :

Ê           matchLabels:
Ê             ivory-operator.ivorysql.org/role :  pgbouncer

If you want to ensure that your PgBouncer instances are deployed more evenly (or not deployed at all), you
need to update whenUnsatisfiable  to DoNotSchedule.

Next Steps

Now that we can enable connection pooling in a cluster, LetÕs explore some administrative tasks such as
manually restarting IvorySQL using IVYO. How do we do that?

Administrative Tasks

Manually Restarting IvorySQL

There are times when you might need to manually restart IvorySQL. This can be done by adding or updating
a custom annotation to the clusterÕs spec.metadata.annotations  section. IVYO will notice the change and
perform a rolling restart.

For example, if you have a cluster named hippo in the namespace ivory-operator , all you need to do is
patch the hippo ivorycluster with the following:
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kubectl patch ivorycluster/hippo -n ivory-operator --type  merge \
Ê --patch  '{"spec":{"metadata":{"annotations":{"restarted":"' " $(date) " '"}}}}'

Watch your hippo cluster: you will see the rolling update has been triggered and the restart has begun.

Shutdown

You can shut down an Ivory cluster by setting the spec.shutdown attribute to true . You can do this by editing
the manifest, or, in the case of the hippo cluster, executing a command like the below:

kubectl patch ivorycluster/hippo -n ivory-operator --type  merge \
Ê --patch  '{"spec":{"shutdown": true}}'

The effect of this is that all the Kubernetes workloads for this cluster are scaled to 0. You can verify this with
the following command:

kubectl get deploy,sts,cronjob --selector =ivory-operator.ivorysql.org/cluster =hippo -n

ivory-operator

NAME                             READY   AGE

statefulset.apps/hippo-00-lwgx   0/0     1h

NAME                             SCHEDULE   SUSPEND   ACTIVE
cronjob.batch/hippo-repo1-full   @daily     True      0

To turn an Ivory cluster that is shut down back on, you can set spec.shutdown to false .

Pausing Reconciliation and Rollout

You can pause the Ivory cluster reconciliation process by setting the spec.paused attribute to true . You can
do this by editing the manifest, or, in the case of the hippo cluster, executing a command like the below:

kubectl patch ivorycluster/hippo -n ivory-operator --type  merge \
Ê --patch  '{"spec":{"paused": true}}'

Pausing a cluster will suspend any changes to the clusterÕs current state until reconciliation is resumed.
This allows you to fully control when changes to the ivorycluster spec are rolled out to the Ivory cluster.
While paused, no statuses are updated other than the "Progressing" condition.

To resume reconciliation of an Ivory cluster, you can either set spec.paused to false  or remove the setting
from your manifest.

Rotating TLS Certificates

Credentials should be invalidated and replaced (rotated) as often as possible to minimize the risk of their
misuse. Unlike passwords, every TLS certificate has an expiration, so replacing them is inevitable.

In fact, IVYO automatically rotates the client certificates that it manages before the expiration date on the
certificate. A new client certificate will be generated after 2/3rds of its working duration; so, for instance, a
IVYO-created certificate with an expiration date 12 months in the future will be replaced by IVYO around the
eight month mark. This is done so that you do not have to worry about running into problems or
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interruptions of service with an expired certificate.

Triggering a Certificate Rotation

If you want to rotate a single client certificate, you can regenerate the certificate of an existing cluster by
deleting the tls.key  field from its certificate Secret.

Is it time to rotate your IVYO root certificate? All you need to do is delete the ivyo-root-cacert  secret. IVYO
will regenerate it and roll it out seamlessly, ensuring your apps continue communicating with the Ivory
cluster without having to update any configuration or deal with any downtime.

kubectl delete secret ivyo-root-cacert

" IVYO only updates secrets containing the generated root certificate. It does not touch
custom certificates.

Rotating Custom TLS Certificates

When you use your own TLS certificates with IVYO, you are responsible for replacing them appropriately.
HereÕs how.

IVYO automatically detects and loads changes to the contents of IvorySQL server and replication Secrets
without downtime. You or your certificate manager need only replace the values in the Secret referenced by
spec.customTLSSecret.

If instead you change spec.customTLSSecret to refer to a new Secret or new fields, IVYO will perform a rolling
restart.

$ When changing the IvorySQL certificate authority, make sure to update
customReplicationTLSSecret  as well.

Changing the Primary

There may be times when you want to change the primary in your HA cluster. This can be done using the
patroni.switchover  section of the ivorycluster spec. It allows you to enable switchovers in your
ivoryclusters, target a specific instance as the new primary, and run a failover if your ivorycluster has entered
a bad state.

LetÕs go through the process of performing a switchover!

First you need to update your spec to prepare your cluster to change the primary. Edit your spec to have the
following fields:

spec:

Ê patroni :

Ê   switchover :
Ê     enabled:  true

After you apply this change, IVYO will be looking for the trigger to perform a switchover in your cluster. You
will trigger the switchover by adding the ivory-operator.ivorysql.org/trigger-switchover  annotation to
your custom resource. The best way to set this annotation is with a timestamp, so you know when you
initiated the change.

For example, for our hippo cluster, we can run the following command to trigger the switchover:
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kubectl annotate -n  ivory-operator ivorycluster hippo \
Ê ivory-operator.ivorysql.org/trigger-switchover =" $(date) "

!

If you want to perform another switchover you can re-run the annotation command and
add the --overwrite  flag:

kubectl annotate -n  ivory-operator ivorycluster hippo --overwrite  \
Ê ivory-operator.ivorysql.org/trigger-switchover =" $(date) "

IVYO will detect this annotation and use the Patroni API to request a change to the current primary!

The roles on your database instance Pods will start changing as Patroni works. The new primary will have
the master role label, and the old primary will be updated to replica .

The status of the switch will be tracked using the status.patroni.switchover  field. This will be set to the
value defined in your trigger annotation. If you use a timestamp as the annotation this is another way to
determine when the switchover was requested.

After the instance Pod labels have been updated and status.patroni.switchover  has been set, the primary
has been changed on your cluster!

$
After changing the primary, we recommend that you disable switchovers by setting
spec.patroni.switchover.enabled  to false or remove the field from your spec entirely. If
the field is removed the corresponding status will also be removed from the ivorycluster.

Targeting an instance

Another option you have when switching the primary is providing a target instance as the new primary. This
target instance will be used as the candidate when performing the switchover. The
spec.patroni.switchover.targetInstance  field takes the name of the instance that you are switching to.

This name can be found in a couple different places; one is as the name of the StatefulSet and another is on
the database Pod as the ivory-operator.ivorysql.org/instance  label. The following commands can help
you determine who is the current primary and what name to use as the targetInstance :

$ kubectl get pods -l  ivory-operator.ivorysql.org/cluster =hippo \

Ê   -L ivory-operator.ivorysql.org/instance \

Ê   -L ivory-operator.ivorysql.org/role -n ivory-operator

NAME                      READY   STATUS      RESTARTS   AGE     INSTANCE

ROLE
hippo-instance1-jdb5-0    3/3     Running     0          2m47s   hippo-instance1-jdb5

master
hippo-instance1-wm5p-0    3/3     Running     0          2m47s   hippo-instance1-wm5p
replica

In our example cluster hippo-instance1-jdb5  is currently the primary meaning we want to target hippo-
instance1-wm5p in the switchover. Now that you know which instance is currently the primary and how to
find your targetInstance , letÕs update your cluster spec:
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spec:

Ê patroni :

Ê   switchover :

Ê     enabled:  true
Ê     targetInstance :  hippo-instance1-wm5p

After applying this change you will once again need to trigger the switchover by annotating the ivorycluster
(see above commands). You can verify the switchover has completed by checking the Pod role labels and
status.patroni.switchover .

Failover

Finally, we have the option to failover when your cluster has entered an unhealthy state. The only spec
change necessary to accomplish this is updating the spec.patroni.switchover.type  field to the Failover
type. One note with this is that a targetInstance  is required when performing a failover. Based on the
example cluster above, assuming hippo-instance1-wm5p is still a replica, we can update the spec:

spec:

Ê patroni :

Ê   switchover :

Ê     enabled:  true

Ê     targetInstance :  hippo-instance1-wm5p
Ê     type:  Failover

Apply this spec change and your ivorycluster will be prepared to perform the failover. Again you will need to
trigger the switchover by annotating the ivorycluster (see above commands) and verify that the Pod role
labels and status.patroni.switchover  are updated accordingly.

#
Errors encountered in the switchover process can leave your cluster in a bad state. If you
encounter issues, found in the operator logs, you can update the spec to fix the issues and
apply the change. Once the change has been applied, IVYO will attempt to perform the
switchover again.

Next Steps

WeÕve covered a lot in terms of building, maintaining, scaling, customizing, restarting, and expanding our
Ivory cluster. However, there may come a time where we need to delete our Ivory cluster. How do we do
that?

Delete an Ivory Cluster

There comes a time when it is necessary to delete your cluster. If you have been following along with the
example, you can delete your Ivory cluster by simply running:

kubectl delete -k  examples/kustomize/ivory

IVYO will remove all of the objects associated with your cluster.

With data retention, this is subject to the retention policy of your PVC. For more information on how
Kubernetes manages data retention, please refer to the Kubernetes docs on volume reclaiming.
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..3. Docker & Podman deployment

Running IvorySQL in docker

¥ Get IvorySQL image from Docker Hub

$ docker pull ivorysql/IvorySQL 5.3-ubi8

¥ Running IvorySQL

$ docker run --name ivorysql -p 5434:5432 -e IVORYSQL_PASSWORD=your_password -d
ivorysql/IvorySQL 5.3-ubi8

¥ Check if the IvorySQL container is running successfully

$ docker ps | grep ivorysql
CONTAINER ID   IMAGE               COMMAND                   CREATED          STATUS

PORTS                              NAMES
6faa2d0ed705   IvorySQL 5.3-ubi8   "docker-entrypoint.sÉ"   50 seconds ago   Up 49
seconds   5866/tcp, 0.0.0.0:5434->5432/tcp   ivorysql

Running with Podman

¥ Pull IvorySQL Image from Docker Hub

[highgo@manager-node1 ~]$ podman pull ivorysql/IvorySQL 5.3-ubi8

) docker.io/ivorysql/IvorySQL 5.3-ubi8

Trying to pull docker.io/ivorysql/IvorySQL 5.3-ubi8...

Getting image source signatures

Copying blob 5885448c5c88 done   |

Copying blob 6c502b378234 done   |

Copying blob 8b4f2b90d6b6 done   |

Copying blob 9b000f2935f6 done   |

Copying blob 806f782da874 done   |

Copying blob e4c51845a9eb done   |

Copying blob dcb1e9a04275 done   |

Copying blob 285a279173f8 done   |

Copying blob 1f6f247b9ae0 done   |

Copying blob 3cc81bed8614 done   |

Copying blob 863c87bf25eb done   |

Copying blob 4f4fb700ef54 done   |

Copying config 88e1bbeda8 done   |

Writing manifest to image destination
88e1bbeda81c51d88e12cbd2b19730498f1343d1c64bb3dddc8ffcb08a1f965f
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¥ Run IvorySQL Container

$ podman run --name ivorysql -p 5434:5432 -e IVORYSQL_PASSWORD=123456 -d
ivorysql/IvorySQL 5.3-ubi8

¥ Check if IvorySQL Container is Running Successfully

[highgo@manager-node1 ~]$ podman ps | grep ivorysql
CONTAINER ID            IMAGE                       COMMAND          CREATED

STATUS          PORTS                                 NAMES
368dee58d5ef  docker.io/ivorysql/IvorySQL 5.3-ubi8  postgres    20 seconds ago  Up 20

seconds  0.0.0.0:5434->5432/tcp, 1521/tcp, 5866/tcp  ivorysql

[highgo@manager-node1 ~]$ podman exec -it ivorysql /bin/bash

[root@8cc631eb413d /]#

ivorysql=# select version();

Ê                                                       version
--------------------------------------------------------------------------------------

----------------------------------
ÊPostgreSQL 18.0 (IvorySQL 5.3) on x86_64-pc-linux-gnu, compiled by gcc (GCC) 8.5.0

20210514 (Red Hat 8.5.0-28), 64-bit

(1 row)

ivorysql=#

..4. Docker Swarm & Docker Compose deployment

Prepare three servers with network connectivity and set up a Swarm cluster. The test cluster names and
corresponding IP addresses are as follows:

manager-node1: 192.168.21.205

manager-node2: 192.168.21.164

manager-node3: 192.168.21.51

[root@manager-node1 docker-swarm]# docker node ls
ID                            HOSTNAME        STATUS    AVAILABILITY   MANAGER STATUS

ENGINE VERSION
y9d9wd9t2ncy4t9bvw6bg9sjs *   manager-node1   Ready     Active         Reachable

26.1.4
iv17o6m9t9e06vd9iu1o6damd     manager-node2   Ready     Active         Leader

25.0.4
vjnax76qj812mlvut6cv4qotl     manager-node3   Ready     Active         Reachable
24.0.6
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Building IvorySQL HA Cluster using Docker Swarm

Download the source code

[root@manager-node1 ~]# git clone https://github.com/IvorySQL/docker_library.git
[root@manager-node1 ~]# cd docker_library/docker-cluster/docker-swarm

Deploy a three-node etcd cluster

[root@manager-node1 docker-swarm]# docker stack deploy -c docker-swarm-etcd.yml

ivoryhac-etcd

Creating network ivoryhac-etcd_etcd-net

Creating service ivoryhac-etcd_etcd3

Creating service ivoryhac-etcd_etcd1

Creating service ivoryhac-etcd_etcd2

[root@manager-node1 docker-swarm]# docker service ls
ID             NAME                  MODE         REPLICAS   IMAGE

PORTS
1jst0mva8o5n   ivoryhac-etcd_etcd1   replicated   1/1

quay.io/coreos/etcd:v3.5.8   *:2379-2380->2379-2380/tcp
sosag5017cis   ivoryhac-etcd_etcd2   replicated   1/1

quay.io/coreos/etcd:v3.5.8
8twpgkzo2mnx   ivoryhac-etcd_etcd3   replicated   1/1
quay.io/coreos/etcd:v3.5.8

You can customize the external database directory by modifying the volumes section in docker-swarm-
ivypatroni.yml. After making changes, adjust the directory permissions and ownership accordingly. Example
as follows:

mkdir -p /home/ivorysql/{data,patroni}

chown -R 1000:1000 /home/ivorysql/{data,patroni}
chmod 700 /home/ivorysql/{data,patroni}

Deploy an IvorySQL High Availability Cluster

[root@manager-node1 docker-swarm]# docker stack deploy -c docker-swarm-ivypatroni.yml

ivoryhac-patroni

Since --detach=false was not specified, tasks will be created in the background.

In a future release, --detach=false will become the default.

Creating service ivoryhac-patroni_ivypatroni1

Creating service ivoryhac-patroni_ivypatroni2

[root@manager-node1 docker-swarm]# docker service ls
ID             NAME                       MODE         REPLICAS   IMAGE

PORTS
1jst0mva8o5n   ivoryhac-etcd_etcd1        replicated   1/1

quay.io/coreos/etcd:v3.5.8                        *:2379-2380->2379-2380/tcp
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sosag5017cis   ivoryhac-etcd_etcd2        replicated   1/1

quay.io/coreos/etcd:v3.5.8
8twpgkzo2mnx   ivoryhac-etcd_etcd3        replicated   1/1

quay.io/coreos/etcd:v3.5.8
uzdvjq5j2gwt   ivorysql-hac_ivypatroni1   replicated   1/1        ivorysql/docker-

swarm-ha-cluster:5.0-4.0.6-ubi8   *:1521->1521/tcp, *:5866->5866/tcp
fr0m9chu3ce8   ivorysql-hac_ivypatroni2   replicated   1/1        ivorysql/docker-
swarm-ha-cluster:5.0-4.0.6-ubi8   *:1522->1521/tcp, *:5867->5866/tcp

Connect to the database using psql via Oracle port and PostgreSQL port

[root@manager-node1 docker-swarm]# psql -h127.0.0.1 -p1521 -U ivorysql -d ivorysql

Password for user ivorysql:

ivorysql=# select version();

Ê                                                       version
--------------------------------------------------------------------------------------

----------------------------------
ÊPostgreSQL 18.0 (IvorySQL 5.3) on x86_64-pc-linux-gnu, compiled by gcc (GCC) 8.5.0

20210514 (Red Hat 8.5.0-28), 64-bit

(1 row)

ivorysql=# show ivorysql.compatible_mode;

Êivorysql.compatible_mode

--------------------------

Êoracle

(1 row)

ivorysql=# exit

[root@manager-node1 docker-swarm]# psql -h127.0.0.1 -p5432 -U ivorysql -d ivorysql

Password for user ivorysql:

ivorysql=# select version();

Ê                                                       version
--------------------------------------------------------------------------------------

----------------------------------
ÊPostgreSQL 18.0 (IvorySQL 5.3) on x86_64-pc-linux-gnu, compiled by gcc (GCC) 8.5.0

20210514 (Red Hat 8.5.0-28), 64-bit

(1 row)

ivorysql=# show ivorysql.compatible_mode;

Êivorysql.compatible_mode

--------------------------
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Êpg
(1 row)

Uninstall the IvorySQL cluster

[root@manager-node1 ~] docker stack rm ivoryhac-patroni
[root@manager-node1 ~] docker stack rm ivoryhac-etcd

Set up an IvorySQL HA Cluster using Docker Compose

Download the source code

[root@manager-node1 ~]# git clone https://github.com/IvorySQL/docker_library.git
[root@manager-node1 ~]# cd docker_library/docker-cluster/docker-compose

Copy files to another server

Copy the etcd and ivypatroni Docker Compose files to other servers respectively.

For example, to the test server:

192.168.21.205 will host etcd1+ivorypatroni1#

192.168.21.164 will host etcd2+ivorypatroni2#

192.168.21.51 will host etcd3+ivorypatroni3

Deploy a three-node etcd cluster, taking node1 as an example

[root@manager-node1 docker-compose]# docker-compose -f ./docker-compose-etcd1.yml up

-d

[+] Running 1/1
Ê) Container etcd  Started
0.1s

Deploy an IvorySQL high-availability cluster.

Deploy the ivyhac service on each node, using node1 as an example.

[root@manager-node1 docker-compose]# docker-compose -f ./docker-compose-

ivypatroni_1.yml up -d

[+] Running 1/1
Ê) Container ivyhac1  Started

0.1s

[root@manager-node1 docker-compose]# docker ps
CONTAINER ID   IMAGE                                               COMMAND

CREATED          STATUS          PORTS     NAMES
736c0d188bdd   ivorysql/docker-compose-ha-cluster:5.0-4.0.6-ubi8   "/bin/sh /docker-

entÉ"   18 seconds ago   Up 17 seconds             ivyhac1
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9d8e04e4f819   quay.io/coreos/etcd:v3.5.8
"/usr/local/bin/etcd"    24 minutes ago   Up 24 minutes             etcd

At this point, the one-primary-two-standby cluster setup is complete. Connect to the database using psql via
Oracle-compatible ports and PostgreSQL ports.

[root@manager-node1 docker-swarm]# psql -h127.0.0.1 -p1521 -U ivorysql -d ivorysql

Password for user ivorysql:

ivorysql=# select version();

Ê                                                       version
--------------------------------------------------------------------------------------

----------------------------------
ÊPostgreSQL 18.0 (IvorySQL 5.3) on x86_64-pc-linux-gnu, compiled by gcc (GCC) 8.5.0

20210514 (Red Hat 8.5.0-28), 64-bit

(1 row)

ivorysql=# show ivorysql.compatible_mode;

Êivorysql.compatible_mode

--------------------------

Êoracle

(1 row)

ivorysql=# exit

[root@manager-node1 docker-swarm]# psql -h127.0.0.1 -p5432 -U ivorysql -d ivorysql

Password for user ivorysql:

ivorysql=# select version();

Ê                                                       version
--------------------------------------------------------------------------------------

----------------------------------
ÊPostgreSQL 18.0 (IvorySQL 5.3) on x86_64-pc-linux-gnu, compiled by gcc (GCC) 8.5.0

20210514 (Red Hat 8.5.0-28), 64-bit

(1 row)

ivorysql=# show ivorysql.compatible_mode;

Êivorysql.compatible_mode

--------------------------

Êpg
(1 row)

Uninstall the IvorySQL cluster, using node1 as an example.
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[root@manager-node1 ~] docker-compose -f ./docker-compose-ivypatroni_1.yml down
[root@manager-node1 ~] docker-compose -f ./docker-compose-etcd1.yml down

Cloud Service Platform

..1. IvorySQL Cloud Installation

The IvorySQL Cloud platform is a comprehensive solution that integrates the IvorySQL database and its
surrounding ecosystem to deliver end-to-end database and resource management capabilities. Before
starting the installation, compile and install the following projects from GitHub:

Frontend: https://github.com/ IvorySQL/ivory-cloud-web

Backend: https://github.com/ IvorySQL/ivory-cloud

Prepare a Kubernetes cluster (version 1.23) and install ivory-operator  on the master node:

https://github.com/ IvorySQL/ivory-operator/ tree/ IVYO_REL_5_STABLE

IvorySQL Cloud Platform Installation

The IvorySQL Cloud platform currently supports installation on Linux systems. The required packages are
listed below.

Component Package

Frontend dist

Backend cloudnative-1.0-SNAPSHOT.jar

K8S cluster 1. docker.io/ivorysql/ivory-operator:v5.3

2. docker.io/ivorysql/pgadmin:ubi8-9.9-5.0-1

3. docker.io/ivorysql/pgbackrest:ubi8-2.56.0-5.0-1

4. docker.io/ivorysql/postgres-exporter:ubi8-0.17.0-5.0-1

5. docker.io/ivorysql/ivorysql:ubi8-5.0-5.0-1

In addition, install the following supporting components:

¥ Backend database: Stores and manages all data related to cloud resources, user information, access
control, billing, and more. Use a PostgreSQL-compatible database such as PostgreSQL, HighGo DB, or
IvorySQL.

¥ NGINX: Hosts the web user interface of the cloud platform.

Pre-installation Checklist

Complete the preparation steps on every server before installation. Deploy IvorySQL Cloud on a Kubernetes
(1.23) cluster that already has a default storage class.

Disable the firewall

Disable the firewall on every server to ensure full connectivity.

systemctl stop firewalld.service
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systemctl disable firewalld.service

Backend deployment

Backend database

Install the backend database yourself by following the instructions on the IvorySQL official website.

Backend services

Compile the backend service

# Clone the code

git clone https://github.com/IvorySQL/ivory-cloud.git

# Go to the project root

cd ivory-cloud

Ensure that every .sh  file in ivory-cloud\cloudnative\src\main\resources\monitor  and its subdirectories
uses the Unix format. If not, run dos2unix to convert them.

dos2unix cloudnative\src\main\resources\monitor\*

# Build

mvn clean

mvn package -D maven.test.skip=true

The packaged artifact `cloudnative-1.0-SNAPSHOT.jar` can be found under `ivory-
cloud/cloudnative/target`.

Deploy the service

Execute the following steps on the Kubernetes server:

# Create a working directory

mkdir -p /home/ivory

# Upload `ivory-cloud/cloudnative/target/cloudnative-1.0-SNAPSHOT.jar` to the

directory created above

# Configuration files
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## Create a configuration directory

mkdir -p /home/ivory/config

## Upload configuration files

Copy the following files from `ivory-cloud/cloudnative/src/main/resources` to

`/home/ivory/config`:

application.yaml

application-native.yaml

spring_pro_logback.xml

## Update the configuration

Replace `url`, `username`, and `password` with the database information configured in

<<Backend database>>.

## /home/ivory/config/application-native.yaml

datasource:

druid:

db-type: com.alibaba.druid.pool.DruidDataSource

driver-class-name: org.postgresql.Driver

url: jdbc:postgresql://127.0.0.1:5432/ivorysql

username: ivorysql

password: "ivory@123"

Start the backend service

# Install JDK 1.8

yum install -y java-1.8.0-openjdk.x86_64
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[root@cloud ivory]# pwd

/home/ivory/

[root@cloud ivory]# nohup java -jar cloudnative-1.0-SNAPSHOT.jar > log_native 2>&1 &

[root@cloud ivory]# ps -ef | grep java

root 77494 1 0 Oct09 ? 00:03:07 java -jar cloudnative-1.0-SNAPSHOT.jar

Frontend deployment

Compile the frontend

## Fetch the code

git clone https://github.com/IvorySQL/ivory-cloud-web.git

## Go to the project root

cd ivorysql-cloud-web

## Install dependencies

npm install

## Build for production

npm run build:prod

Update directory and file permissions

# Create a deployment directory

[root@cloud opt]# mkdir -p /opt/cloud/web

# Copy the generated `dist` folder to /opt/cloud/web

# Grant permissions

[root@cloud web]# chmod 755 /opt/cloud/web/dist

[root@cloud web]# chmod -R 777 /opt/cloud/web/dist
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Update config.js

Edit the configuration file:

[root@cloud dist]# pwd

/home/cloud/web/dist

[root@cloud dist]# vi config.js

var PLATFROM_CONFIG = {};

// Replace with the IP address of the current server

PLATFROM_CONFIG.baseUrl = "http://192.168.31.43:8081/cloudapi/api/v1"

// true: show the ÒRegisterÓ button on the login page

// false: hide the ÒRegisterÓ button on the login page

globalShowRegister = true

// Hide the cloud-native database? true: hide; false: show

disableNative = false

// Database type

dbtype = "IvorySQL"

dbversion = "5.3"

Install and configure NGINX

The IvorySQL Cloud host must have NGINX installed to serve the web interface. Users can select any
installation method; the following steps are provided for reference.

Download the NGINX source package

[root@cloud web]# wget https://nginx.org/download/nginx-1.20.1.tar.gz

[root@cloud web]# ls -lrt

total 3924
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-rwxrwxr-x. 1 root root 1061461 May 25 2021 nginx-1.20.1.tar.gz

-rwxrwxr-x. 1 root root 2943732 Oct  9 16:43 dist.tar.gz

drwxrwxrwx. 4 root root     103 Oct 21 13:20 dist

Install dependencies

[root@host30 cloud]# yum -y install pcre-devel

[root@host30 cloud]# yum -y install openssl openssl-devel

Build and install NGINX

NGINX is installed under the directory specified by --prefix  during configure . The example below installs it
to /opt/cloud/nginx .

## Extract nginx-1.20.1.tar.gz

[root@cloud web]# tar -zxvf nginx-1.20.1.tar.gz

## Verify that nginx-1.20.1 was created

[root@cloud web]# ls -lrt

total 3924

-rwxrwxr-x. 1 root root 1061461 May 25 2021 nginx-1.20.1.tar.gz

-rwxrwxr-x. 1 root root 2943732 Oct  9 16:43 dist.tar.gz

drwxrwxr-x. 9 1001 1001     186 Oct  9 16:53 nginx-1.20.1

drwxrwxrwx. 4 root root     103 Oct 21 13:20 dist

## Configure

[root@cloud web]# cd nginx-1.20.1

[root@cloud nginx-1.20.1]# ./configure --prefix=/opt/cloud/nginx --with

-http_ssl_module

## Compile and install
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[root@cloud nginx-1.20.1]# make

[root@cloud nginx-1.20.1]# make install

Update nginx.conf

The configuration file is stored under /opt/cloud/nginx . Adjust it according to the README on GitHub, and
replace the IP with the address of the current server.

server {

listen 9104;

server_name 192.168.31.43;

location / {

root /opt/cloud/web/dist;

index index.html index.htm;

}

error_page 500 502 503 504 /50x.html;

location = /50x.html {

root html;

}

}

Start NGINX

[root@cloud sbin]# pwd

/opt/cloud/nginx/sbin

[root@cloud sbin]# ./nginx -c /opt/cloud/nginx/conf/nginx.conf

[root@cloud sbin]# ps -ef | grep nginx
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root  2179 131037 0 09:46 pts/1 00:00:00 grep --color=auto nginx

root 55047      1 0 Oct21 ?     00:00:00 nginx: master process ./nginx -c

/opt/cloud/nginx/conf/nginx.conf

nobody 55048 55047 0 Oct21 ?    00:00:00 nginx: worker process

Operator deployment

Set up the Kubernetes cluster yourself. This section describes how to install ivory-operator  on the cluster
and preload container images.

Install ivory-operator

Refer to the README on GitHub:

https://github.com/IvorySQL/ivory-operator/tree/IVYO_REL_5_STABLE

Load container images

If your servers have direct access to Docker Hub, you can skip this step. Otherwise, preload the following
images on every node in the Kubernetes cluster.

docker.io/ivorysql/pgadmin:ubi8-9.9-5.0-1

docker.io/ivorysql/pgbackrest:ubi8-2.56.0-5.0-1

docker.io/ivorysql/pgbouncer:ubi8-1.23.0-5.0-1

docker.io/ivorysql/postgres-exporter:ubi8-0.17.0-5.0-1

docker.io/ivorysql/ivorysql:ubi8-5.0-5.0-1

docker.io/prom/prometheus:v2.33.5

docker.io/prom/alertmanager:v0.22.2

docker.io/grafana/grafana:8.5.10

..2. IvorySQL Cloud Usage

IvorySQL Cloud is a web-based service platform that can be accessed from any computer through a browser.
After installing the cloud service platform on the server with IP 192.168.31.43 , open a browser and enter
http://192.168.31.43:9104/  (9104 is the port configured in nginx.conf.default ) to reach the login page:
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Sign In and Sign Out

Sign In

On the login page, enter the prompted information to access the IvorySQL Cloud service platform:

Sign Out

Click the avatar in the upper-right corner to display the current username and the Log Out action. Click Log
Out to exit; click the username to stay on the current page:

Administrator Features
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Add a Cluster

1. After signing in as the admin user, click K8S Cluster Management in the left navigation bar to open the
cluster list.

2. Click Add Kubernetes Cluster in the upper-left corner, fill in the cluster information, and submit.

Manage Clusters

The cluster management page lists details for each cluster and allows you to edit or delete them.

demo User Features

Database Subscription

1. Sign in with the demo user.

2. Click Database Subscription in the left navigation, fill in the database parameters, and click Next:
Confirm.
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3. Review the information and click Confirm.

4. After confirming, the page automatically redirects to Database Management to show the subscription
task.

Database Management

Displays all databases managed by the cloud service platform.
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Restart a Database

1. Sign in with the demo user.

2. Go to Database Management, select a database, click More in the Actions column, and choose Restart.

3. Review the information and click Confirm.

Change the Password

1. Sign in with the demo user.

2. Go to Database Management, select a database, and click its Instance ID.

3. On the database details page, click the password icon.
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4. Enter a new password and click Confirm.

Delete an Instance

1. Sign in with the demo user.

2. Go to Database Management, select a database, click More in the Actions column, and choose Delete
Instance.

3. Review the confirmation window and click Confirm.
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Storage Expansion

1. This feature requires additional plug-ins such as TopoLVM.

2. Sign in with the demo user.

3. Click Storage Expansion, select a database, then click Edit in the Actions column; alternatively, go to
Database Management, click More, and choose Storage Expansion.

4. Enter the expanded storage size and click Confirm.

Specification Change

1. Sign in with the demo user.

2. Click Specification Change, select a database, then click Edit in the Actions column; or go to Database
Management, click More, and choose Specification Change.
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3. Enter the new specification and click Confirm.

Database Backup

1. Sign in with the demo user.

2. Go to Database Backup, select a database, and click Backup in the Actions column; or go to Database
Management, click More, and choose Backup.
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3. Enter a backup name and click Confirm.

Database Restore

1. Sign in with the demo user.

2. Go to Database Restore, select a database, and click View in the Actions column; or go to Database
Management, click More, and choose Restore.
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3. Select the backup file and click Restore in the Actions column.
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4. Enter the target database information. Use the database password from before the backup.

5. Continue following the workflow described in Ò4.1 Database SubscriptionÓ.

Database Monitoring

1. Sign in with the demo user.

2. Click Monitoring Tools in the left navigation and select the cluster where the database resides; or go to
Database Management, select a database, click More, and choose Monitoring .
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3. After the monitoring stack is created, repeat step (2) to open the monitoring page, then sign in with
admin/admin and click Login.

4. Click the magnifying glass icon to view monitoring metrics.
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